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spécialité Informatique

présentée par
Ludovic DENOYER

Sujet :

Learning with Relational Data:
Sequential Models and Propagation Models for
Structured Classification and Labeling
soutenue le 07 décembre 2012
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CHAPTER 1

Introduction
The content of my research is mainly motivated by two facts. The first one is that classical
machine learning models are not well adapted to the complexity of real-life problems. They have
been developped to handle simple data, and cannot be applied to complex structures. Moreover,
the domain of Machine Learning (ML) clearly ignores many practical problems and the generic
tasks that have been studied in the literrature, even the most famous one which is classification,
are in fact very far from what happens concretly. For example, almost all ML models consider
that the full knowledge of each input to classify is known, or that the objective function is easy to
minimize through convex optimization. These assumptions are very strong and rarely discussed.
The second fact is that, under these assumptions, and for some real applications, the domain is mature and the existing ML methods are very effective, robust and able to learn complex information.
In this context, the objective of my work is to build on top of these well-known models in order
to propose effective learning methods that are able to better handle the complexity of real-life applications. My research tries to answer questions like how can we propose methods able to classify
any complex data without manual adaptation ? how can we deal with tasks where the acquisition
of information is expensive, slow, incomplete, etc ? These questions have been neglected during
the last decades while they are fundamental for making learning usable by non-specialists, and
thus to make computer able to solve problems ”by themselves”. The two main contributions presented here are directly inspired by these key questions and aims at providing one (partial) answer.
As a more prospective aspect of my research, my motivations are also to explore the use of
Machine Learning techniques in the perspective of creating learning ”living” agents able to decide
what to do and when to act which are keys problems for developing an Artificial Intelligence. This
means that the work presented has been made with the objective to bring new solutions for solving
actual, industrial data mining problems, but also to open new research directions in the domain of
Artificial Intelligence. This more prospective research is illustrated for example by the investigation
of sequential learning methods that aim at learning how to do and by the development of models
that are able to learn and infer on a complex knowledge.
1. Organization and Contributions
This manuscript is organized around three main contributions:
• The first part – Chapter 2 – presents a general formalism which is suited for representing
any structured data. In this chapter, we present a set of simple notations that are then
used to describe all our models on complex structures.
• The main contribution – Sequential Models, Chapter 3 – is a new family of models
which motivation is to overcome the drawbacks of existing ML methods when facing —
input/output — structured data. Standard algorithms assume that:
(1) the entire knowledge of the input x is provided; moreover, the algorithms usually
use all this knowledge for learning.
7
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(2) The algorithm has to be (manually) adapted to the structure of the input/output
data – by developping specific kernel functions for example.
(3) The objective function is ”simple”, and far from the application-driven objective
which are not convex nor continuous.
The sequential models presented here are an original way to learn on any type of structured data without these constraints. They allow one to define more specific problems
like budgeted classification, sparse classification, and to acquire piece of data step by step,
even if the while input is unknown at the beginning of the classification process.
• The second detailed contribution — Chapter 4 — is more specific to the particular problem of labeling complex graphs – i.e. multi-relational and heterogeneous networks.
We first present two different ways to learn to label multi-relational graphs. The focus of
these models is to deal with graph with content and to be able to handle both the content
of the nodes and also the different types of relations between them. We then propose
a new generic approach that is able to learn on heterogeneous networks i.e. networks
composed of different types of nodes that are characterized by different types of content
and different set of possible labels.
At last, Chapter 5 gives a quick overview of some other contributions that have been made in
the domain of machine learning and social networks analysis. Some conclusions and perspectives
are provided in Chapter 6.

CHAPTER 2

Notation and Tasks
While many definitions of structured data have been proposed in the litterature, we
consider here that a structured datum1 is composed of a set of pieces connected through
different types of weighted relations2. This framework is generic enough to describe
many types of real-world data (Section 1.1) and to formulate a large set of generic ML
problems (Section 2). It also allows us to present all our contributions using the same
notations.

1In the following, the term ”datum” will be used to characterize a single data.
2This definition is based on a preliminary work proposed by F. Maes in [36] and is extended here and adapted

to our particular context.
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Strutured data
Sequence
Tree
Graph

Blocks
xi = element of the sequence
xi = nodes of the tree
xi = nodes of the graph

Relations
rxi,j = (1) iff i = j − 1
rxi,j = (1) iff node i parent
of node j
rxi,j = (1) iff node i is
neighbour of j

Table 1 – Equivalence between generic structures and block data.

1. Notations
We consider that a structured datum is described by a multi-relational graph where each node
corresponds to a specific part or piece of the datum, and each link is a weighted relation between
two parts. Let us denote R the set of possible relations3. Let x be a structured datum:
• Px is the set of parts that compose x i.e. Px = (x1 , ....xnx ) where nx is the number of
parts of datum x.
• Rx ∈ RR×nx ×nx is the set of relations between the parts of x. rxi,j ∈ RR is a vector of
x
size R. Its k-th component denoted ri,j,k
is the weight of relation k between i and j. R is
x
the number of possible relations. ri,j,k = 0 if there is no relation between i and j of type
k. In other words, one can consider that the vector rxi,j corresponds to a feature vector
representing all the relations between xi and xj .
Moreover, we consider a feature function Ψ that is able to compute a vector of features denoted
Ψ(xi ) for each part of a datum x. Ψ(xi ) describes the content - text, image....- of a particular
block — in case of multimedia data, Ψ is able to deal with any type of content. Note that defining
Ψ at the level of pieces of datum is easier that defining a feature function at the level of the datum
x as it is done usually. We will refer to this definition of structured data as block data or block
datum.
1.1. Illustration and Discussion. The definition of block data is general enough to handle
many types of generic structures, and many types of real-world data. Table 1 explains how classical
topologies can be described as block data while Figure 1 shows how natural structures can be
described in this formalism. We consider that the representation of a datum as a block data is
easy and natural for a user. Note that this definition is close to existing definition in Artificial
Intelligence like knowledge graphs for example, or even RDF triples. Instead of working to develop
models for sequences, trees, etc... this generic framework allows us to present generic tasks
– Section 2 – that are common to almost any type of structure, and also to propose generic
classification/labeling models – Chapter 3 and 4 – that do not need to be adapted to a
particular topology: these presented models work whatever the structure of the block data is,
without needing adaptation. As a drawback, the proposed formalism is ambiguous — see Figure 2
— in the sense that different mapping from a datum to a block datum can be imagined, resulting
in different information processes and thus different performances of the models presented in the
next chapters.

3We consider here that the set of possible relations is discrete.
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An Handwritten word...

...as a sequence of characters (mono-relationnal)

A HTML Page...

...as a Logical Tree (mono-relationnal)

An Image...

...as a matrix of regions (two relations)

A Social Network...

...as a multi-relationnal graph

Figure 1 – Examples of mapping between natural data and block data. One can see
some possible representations of sequences, semi-structured documents, images and social
networks as multi-relational graphs.
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(a)

(b)
Figure 2 – Different possible translations of a natural datum (a sequence) as a block
datum. (a) corresponds to a left-to-right mono-relational graph (b) corresponds to a
left-to-right and right-to-left multi-relationnal graph

Name of the Task
NLP
Speech Recognition
Schema Mapping

Input data
Sequence of Words
Signal
XML Document
HTML Document
SQL Schema

Output Data
Tree
Sentence (sequence of words)
XML Document
XML Document
HTML Document

Table 2 – Different applications of Structured Output Classification

2. Tasks
Given the previous definition, we propose here three different generic machine learning tasks
over structured data that encompass real-life applications. Note that these tasks have been intensively studied in many different contexts. From a machine learning point of view, we use here the
Risk Minimization formalism that is at the core of our work.
• The first generic task is the natural extension of classification over structured inputs. It
considers that one wants to associate one or many categories to any structured datum
within a set of known categories. This task will be denoted as Classification in the
following.
• The second task is called Labeling and consists in classifying each part of any structured
input.
• The last task is Structured Output Classification and aims at computing, for each
input, a category which is also a structured datum – for examples, transforming sequences
to trees....
Note that classification and labeling are two specific instances of structured classification but
will be presented separately in this manuscript. Chapter 3 also describes some variants of the
classification tasks that are not presented in this section but that can be handled through our
formalism.
2.1. Structured Output Classification: Definition. The first task we consider is the
most general one where one wants to transform an input data x to a structured data y ∈ Y where

2. TASKS

Name of the Task
Speech Recognition
Handwritting Recognition
Document Classification
Spam Detection

Input data
Sequences of Phonems
Sequences of Characters
Sequences of sentences, XML/HTML Tree
Email
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Labels
Words
Words
Topic
Spam or Ham

Table 3 – Different applications of Classification with structured inputs

Y is the set of all possible outputs and Y(x) the set of all possible outputs x can be transformed
to. Learning corresponds to find a classifier: fθ (x) → y ∈ Y(x) which maps x to a structure y.
The corresponding risk minimization problem can be written as:
Z
∗
(1)
θ = argmin
∆(fθ (x), y x )P (x, y)dxdy
θ

X ,Y

x

where y is the structure that corresponds to the transformation of x. ∆ is a loss that measures
how much the predicted output fθ (x) is far from y x . P (x, y) is the joint unknown distribution
of inputs/outputs. Depending on the application, different loss functions can be used. We give
a complete overview of our work concerning structured classification in Section 6.1. While this
problem is intractable because P is unknown, it can be approximated by using a training set
1
`
(x1 , ...., x` ) associated with outputs (y x , ..., y x ). The optimal parameters values are found by
solving a Regularized Empirical Risk Minimization Problem defined as:
`

(2)

θ∗ = argmin
θ

i
1X
∆(fθ (xi ), y x ) + C(θ)
` i=1

where C(θ) is a regularization term aiming at reducing the size of the set of possible solutions.
2.2. Classification. The goal of classification is to associate one or many categories to a
single datum. Different applications of this task when inputs are structured data are illustrated
in Table 3. It correponds to Structured Output Classification with unstructured outputs. Let us
denote C a set of possible categories, and y x ∈ Y = R|C| the target labels of x such as ykx = 1 is x
belongs to category k and ykx = −1 otherwise. The goal of learning to classify in this context is
thus to automatically find a set of parameters that defines a classification function fθ : X → R|C|
which is able to associate a score for each input datum x and each possible category in C.
Many different models have been proposed that correspond to different functions fθ , different
loss and regularization functions ∆ and C and also to different optimization algorithms. As an
example one can use the Square Loss such as:
(3)

∆square (ŷ, y) = ||ŷ − y||2

or the Hinge Loss defined — for one category c — by:
(4)

∆hinge (yˆc , yc ) = max(0, 1 − yc .yˆc )

which is used for multi-label classification by transforming the initial classification problem in a
set of binary classification problems.
2.3. Labeling. At last, we consider the labeling problem which is a specific structured output problem that is distinguished here for its importance in different applications. It consists in
assigning a label – or set of labels – to each of the blocks that compose input data instead of
classifying the whole structure. This problem happens for example when classifying nodes of a
graph, elements of a sequence, etc... Let us denote C the set of all possible categories. We consider
x
that each component xi of x is associated with a vector of categories scores yix , such that yi,k
is the

14
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Name of the Task
Web Spam Detection
Social Tagging
OCR

Input data
Labels
Web Graph
Ham or Spam
Social Network
Tags
Sequences of images
Letters

Table 4 – Different applications of labeling of structured inputs

score of category k for block i of data x. The classification of components consists in automatically
learning a function fθ (x) → {yix } where {yix } is the set of scores computed for each block of x and
each category i.e. y xi ∈ R|C| . Let us denote {x1 , ..., x` } the set of training data4 associated with
scores {y 1 , .....y ` }.
Here, different loss functions can also be considered depending on the final application. Typically, if x is a sequence of signal, and y is the word that has to be recognized, we can consider the
0/1 loss defined as:
(
0 if y = ŷ
0/1
(5)
∆ (ŷ, y) =
1 otherwise
This loss implies that the prediction of the labels of the different blocks has to be perfect - one
block classification error is equivalent to one classification error over the whole datum.
Solving the problem defined by the 0/1 loss is usually very difficult, and one usually uses
the Hamming Loss which is defined as the number of blocks that have been misclassified by the
classifier.
nx
X
1yˆj 6=yj
(6)
∆Hamming (ŷ, y) =
j=1

3. Conclusion
We have presented a generic way to describe structured data and three generic problems. Our
formalism considers that a structured datum is a multi-relational graph to be classified, labeled or
transformed. In the next chapters, we build on top of this definition and present different models
that are generic enough to handle any type of structured datum. Our definition is general and
well-suited for describing the real-world datasets like textual documents, images, XML documents,
vectors, social networks for whose our research have provided some interesting experimental results.

4In some cases, the data to label is composed of a single datum in which some nodes are labeled – training
nodes – and some other nodes have to be labeled – testing nodes. This context is called transductive labeling and
is presented in Chaper 4.

CHAPTER 3

Sequential Models for Classification
Abstract

This chapter presents the development of a new family of models based on sequential
decision processes that we will call Sequential Models or Incremental Models. While
the use of sequential processes is not new in the field of machine learning, the proposed
work is the first one to address the use of such a formalism for solving generic machine
learning problems — classification, labeling and structured output classification —
using structured inputs and structured outputs. They are based on the idea that most
existing classifiers suffer of many limitations: — see Section 1 — they for example
need the entire knowledge of the input to classify, they consider that the preprocessing
has already been done, they suffer of too high inference complexity in the case of
structured output classification, etc...
The chapter is organized as follow:
• Section 1 introduces the classication point of view at the root of many state-ofthe-art models. It discusses the assumptions usually made for learning classifiers and show why these assumptions are often inappropriate to solve real-world
applications. We then quickly describe — Section 1.1 — the principles of SelfExplaining Classifiers that is an extension of classifiers which are able to both
classify, but also explain how the classification process has been made. It allows
one to define learning constraints about how inference has to be done, for example
penalizing methods that are slow, or that use too many features. Self-Explaining
Classifiers are presented here has a intermediate step between classical methods
and sequential ones.
• Section 2.1 proposes a particular type of classifier dedicated to structured inputs
which considers that an input block datum can be sequentially acquired by following the relations between its different blocks and then be classified. It also
discusses the advantages of such a model for handling complex datasets. Subsection 2.2 presents the formalization of this class of method through the use of
Markov Decision Processes allowing us to solve the learning problem by the use
of Reinforcement Learning techniques (Section 2.3); an example on a concrete
application is given in Section 2.5 as an illustration of the process.
• At last, Sections 3 and 4 propose extensions of this model for both complex
classification problems — i.e. sparse problems, budgeted problems, ... — and
structured output classification.
• The related work is given in Section 6
• A general discussion about applications and perspectives is given in Section 7
showing why this type of classifiers is promising for different types of applications.
The choice has been made not to detail all the aspects of sequential models, and to
give an overview of how they work, how they can be learnt, what can be done with
them, and what are the research directions they open.
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Figure 1 – Medical examinations: x is composed of different blocks that correspond
to different medical examinations. The results of all the examinations are not known a
priori (partial knowledge) and classical Machine Learning models will work if the right
examinations are carefully chosen i.e. chosen by hand.

1. Introduction
While many advances have been made in machine learning where the number of potential classifiers have been greatly increased over the last twenty years in conjunction with strong theoretical
developments, almost all of them are based on the ideas that, when classifying input x:
(1) the entire knowledge of x is provided to the algorithm; classical algorithms usually use
all this knowledge for classifying.
(2) The objective function is ”simple”, and far from application-driven objectives which may
be neither convex nor continuous.
(3) the classifier has been eventually adapted to the structure of input/output data – by
developing specific kernel functions for example.
(4) The input datum has been carefully preprocessed, so the input data x provided to the
system in fact corresponds to the preprocessed version of x1; No learning is done about
how to preprocess, and when to preprocess which could both improve the quality of the
models and make them faster.
In the machine learning domain, these elements are rarely discussed while they correspond
to strong constraints that are unrealistic and not satisfied in many practical applications, making
Machine Learning models usable only for specific problems or needing a strong human expertise
of the problem to solve.
As an example, consider the problem of detecting if a person suffers of a particular disease — Figure 1. Using the standard classification algorithms, the solution is first too manually choose which examinations the user has to pass, to collect and aggregate all the information
provided by these examinations, and then to give this information to the classifier that will take
a decision. It would be certainly clever to be able to detect the disease as soon as possible
and to choose carefully the more relevant (an cheaper) examinations at each step of the process. This example is only illustrative, but many practical applications also violate the points
presented above. Table 1 gives examples of applications and the corresponding violated points.

1Moreover, we usually implicitly consider that the preprocessing has been ”well done”
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Problem
CAPTCHA
Classification
Streams

of

Medical Classification
Robot
Making

Description
Detecting through a set of questions if
something is a human or a computer
Classify a stream of information

Find a person’s disease

Decision A robot as to decide what to do

Problem with standard classifiers
Information only partially known (need
to ask questions)
Information only partially known at
time t. Must be classified as fast as
possible.
Medical information can be acquired
through different examinations that
have to be chosen w.r.t their price
Many additionnal informations can be
acquired by the robot - moving, asking
questions, etc..

Table 1 – Examples of concrete applications that are difficult to deal with using standard
classifiers.

The foundation of this work is that, if most of the effort has been made developing new efficient
classifiers, the usual classification formalism is too far from real-life situations, making many of
these models deprecated for modern applications. The goal of this section is to present a new
type of classifier that is more adapted to real-world problems. Our model is able to classify with
partial information any type of structured input2, and also to automatically find how and when the
information has to be processed, considering classification loss but also other practical constraints
like memory usage, time, power consumption or any other cost.
1.1. Self-explaning Classifiers. In this subsection, we introduce Self-Explaining Classifiers
which are variants of classifiers able to explain how input data is processed. The definition of
Self-Explaining Classifier is an intermediate step that helps us to present our sequential approach.
Classical classifiers are usually defined as parameterized functions fθ that take as an input a
datum x and produce a category y:
fθ : X → Y

(7)

Parameters θ are then learned by comparing the predicted values of the classifiers with real
labels over a training set, adding some additional constraints like a regularization cost for example.
We argue here that this definition of a classifier suffers from one important drawback: it does not
allow one to add constraints over the way the classification is computed. For example, it is not possible to compute a learning risk that takes into account how the data were acquired, preprocessed,
etc...
We propose here a new notion called self-explaining classifiers. The aim of this formalism
is to incorporate the classification process itself in the definition of the classifier so that one can
specify constraints on it. It allows for example to incorporate the preprocessing step as part of the
machine to learn.
Such a classifier is defined by a parameterized function fθ such as:
(8)

fθ : X → Y × Z

where Z is the set of all the possible operations performed while classifying the input datum. For
a particular input x, the function fθ produces two outputs denoted yθ (x) and zθ (x) where yθ (x) is
2if the input can be described as a block data
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Price of the acquisition of a learning example
Time spent to classify
Interpretability of the resulting model
...
Table 2 – Different possible information that can be taken into account through the
regularization term C(zθ ). The standard risk minimization formalism is not able to deal
with such constraints.

the predicted category and zθ (x) is the description of the classification process for classifying x as
yθ (x), hence the name of self-explaining classifier.
Such a definition allows us to rewrite the learning risk by taking into account both the quality
of the prediction, and also how a particular datum has been classified. This risk can be written as:
Z
(9)
R(θ) =
∆(yθ (x), y x ) + C(zθ (x))P (x, y)dx.dy
x,y

where ∆ is the classification loss, and C is a cost over the classification process. Note that if C
only depends on the values of θ — i.e. C(zθ (x)) = C(θ) — then the proposed risk corresponds
to the classical regularized risk: self-explaining classifiers are thus more general and encompass
standard classifiers.
The corresponding empirical risk can thus be written as:
X
i
(10)
Remp (θ) =
∆(yθ (xi ), y x ) + C(zθ (xi ))
i∈[1;`]

and learning a Self-Explaining Classifiers corresponds to minimizing this risk. It is important
to see that the regularization term is now defined at the datum level instead of the global
level, meaning that the optimal function has to process the training examples following a set of
constraints defined for each training example – for example we want each datum to be classified as
fast as possible. It allows us for example to define a datum-wise sparse classifiers i.e. classifiers that
are sparse on average over the examples to classify. The optimization of such a risk corresponds
to solving the problem of finding the best trade-off between a good prediction and a ”good-way”
to predict. Table 2 gives intuitive examples of possible C-functions that will be described more
precisely in the next sections.
2. Sequential Models for Classification
2.1. Definition. We propose here a particular class of Self-Explaining Classifiers that have
nice properties w.r.t. the points presented in Section 1. It is based on the idea that, when looking
how humans do to solve complex problems, one can see that the natural process underlying the
acquisition and treatment of information is often a sequential process: for example when I read a
document, I acquire sentences one after another; when I look at a picture, my eyes follow a specific
trajectory... Note that the sequential acquisition/treatment process is also the natural process of
computers – i.e a program is a sequential process.
The idea presented here is to model the self-explaining classifier as a decision process that sequentially parses the input structure in order to compute the corresponding output. In this context,
zθ corresponds to the set of sequential operations made upon the input datum and the constraint
C(zθ (x)) thus corresponds to a constraint about how the input has to be processed. fθ can then be
seen as a program which execution depends on each particular input. This program is automatically
learned by optimizing an objective function – Equation 10 – where ∆(., .) measures the quality of
the output, and C(.) measures the ”quality” of the code i.e. the quality of the sequence of operations

20
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Tx
(x1 , right, x2 , down, x5 )
(x2 , right, x3 )
(x1 , down, x4 , down, x7 , right, x8 , right, x9 )

Figure 2 – Example of elements of possible trajectories Tx over an image described as a
block datum. The different trajectories correspond to different ”paths” among the parts
of the image.

that

lead

to

the

final

decision.

We propose here a particular sequential process adapted to classification3. Let us consider
an agent whose goal is to classify a structured input described by a block datum as explained
in Section 1. The agent first starts by exploring/acquiring different parts of the input datum x,
following the relational graph between the blocks, and then takes a classification decision4.
Let us denote Tx the set of all possible trajectories on x and Tx (xi ) the set of trajectories
where the initial part is xi . A trajectory on Px is defined by a sequence of pairs (x(t) , r(t) ) where
r(t) ∈ Rx is the relation used to move from x(t) to x(t+1) , (t) denotes the index of the block at step
t. An example of possible trajectories is given in Figure 2. The Sequential Self-explaining classifier
considers the following sequential process:
• (step 1) First, an initial block x(0) is sampled by the classifier w.r.t a distribution P(0)
defined over Px . This distribution can be manually chosen depending on the application,
or learned by the classifier
• (step 2) Second, the classifier chooses a relation r(t) and acquires the information corresponding to x(t+1) where x(t+1) is the block connected to x(t) through relation r(t) . This
process is repeated iteratively. Alternatively, it may decide to stop the exploration.
• (step 3) At last, the classifier decides which category to associate with the input x based
on the information previously acquired i.e the set of x(t) , 0 ≤ t ≤ T where T is the size
of the trajectory.
An example over a simple datum is illustrated in Figure 3.
This process has several benefit:
• It is well suited for classifying any type of block data.
• It allows us to sequentially acquire pieces of information a particular datum. This has
many interesting properties:
– the process can be adapted to data that are only partially known – i.e streams for
example;
3Variants of this classifier for budgeted classification and structured output classification are presented in

Sections 3 and 4
4Some other processes for dealing with multi-label problems have been proposed but not discussed here for
sake of simplicity
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Figure 3 – Example of sequential process for classifying an image described as a block
datum. The process considers that the image is explored part by part and then classified
as Eiffel Tower.

– the process can choose to focus on the relevant parts of the input datum, avoiding
to take its decision based on some noisy information;
– acquired parts can be processed on the fly — i.e feature vector for each part xi of x
can be computed only if needed and the way the preprocessing is done can be chosen
on the fly — resulting in speed-up of the classification process when preprocessing
is expensive.
For this example, the value of yθ (x) is the category or set of categories chosen, and zθ (x) is the
sequence of blocks that have been acquired by the classifier. The learning problem defined over a
sequential classifier is thus a problem which aims at finding a trade-off between the classification
accuracy and the quality of the sequence of acquired blocks. This quality, as explained in Section
3 can be measured using different fucntions that take into account the number of acquisitions, the
cost of each acquisition, the time spent for acquiring, etc...
2.2. Sequential Classifiers and Markov Decision Processes. In order to define a learning algorithm for sequential Classifiers, we use Deterministic Discrete Markov Decision Process
(MDP). Defining classification through MDP allows us to propose efficient learning algorithms derived
from
Reinforcement
Learning
literature.
A Deteministic Discrete Markov Decision Process (MDP) is a 4-tuple (S, A, T, r) where:
• S is a set of states
• A is a set of possible actions and A(s) is the subset of actions that can be applied in the
particular state s
• T : S × A → S is the transition function where T (s, a) = s0 means that taking action a
in state s results in state s0 .
• r : S × A → R is the reward function
Let us consider a trajectory s(0) , a(0) , s(1) , ....., s(T ) over a MDP. The overall reward is defined
by the sum of the rewards obtained at each step of the process:
(11)

R(s(0) , a(0) , s(1) , ....., s(T ) ) =

T
X

r(s(t) , a(t) )

t=0

The overall Reward directly reflects the quality of a given trajectory w.r.t. the objective defined
through the reward.
A policy π is defined as a probability distribution π : S × A → R such that π(s, a) corresponds
to the probability of taking action a in state s. Note that a policy is defined under the constraint
that ∀a ∈
/ A(s), π(s, a) = 0 i.e the policy cannot choose to take an action that is not possible in
state s. The optimal policy π ∗ is the policy which aims at maximizing the expected reward:
(12)

π ∗ = argmax E[Rπ (s)]
π
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where Rπ (s) is the overall reward obtained by applying policy π on initial state s. The optimal policy
is
the
one
that
maximizes
the
expected
overall
reward.
Modeling a sequential self-explaining classifier via a MDP is made through the following mapping:
• Each state s in S is composed of:
– an input datum x denoted datum(s)
– a path over datum x denoted path(s) such that path(s) ∈ Tdatum(s)
– a category assigned to x denoted category(s) such that category(s) = ∅ if no category
has been assigned.
datum(s) corresponds to a datum that is currently being classified, and path(s) is the
trajectory that has been previously followed by the classification agent. Note that since
the number of possible input datum is infinite, the number of possible states is also infinite
which differs from the usual context of Markov Decision Processes. An initial state of a
datum x is defined as the state such as datum(s) = x, category(s) = ∅ and path(s) = ∅.
• Different typesSof actions
have to be considered. These actions are denoted Ai , Ar and
S
Ac such as Ai Ar Ac = A:
– First, when starting from the initial state s such as path(s) = ∅, the classifier has
to choose between a set of initial actions. This subset of actions is denoted Ai ⊆ A
and choosing action a ∈ Ai results in acquiring a first block on the input datum i.e
T (s, a ∈ Ai ) → s0 such as path(s0 ) = {x(0) } where x(0) is the first datum block that
is processed.
– Second, during the acquisition process, the classification agent can choose to acquire
an additional datum block by choosing and action a ∈ Ar ⊆ A such as Ar =
{r1 , ..., rR } i.e the set of possible relations. If a ∈ Ar , considering that path(s) =
{x(0) , r(0) , ..., x(t) } then path(s0 ) = {x(0) , r(0) , ..., x(t) , r(t+1) , x(t+1) } where r(t+1) = a
and x(t+1) corresponds to the block of x connected to x(t) through relation a such
x
as r(t),(t+1),a
= 1.
– At last, the agent can choose to classify the datum by choosing a ∈ Ac where
Ac = {c1 , ...., cC } i.e the set of possible categories. In that case, the category a is
assigned to the current datum i.e category(s0 ) = a and the classification process is
ended resulting in a classification decision such as the decision taken is y(x) = a and
z(x) = path(s0 ). In that case s0 is a final state of the process.
Note that the set of authorized actions A(s) – the subset of actions that can be taken at
state s – defines the topology of the MDP resulting in different classification processes that will be
explained later.
2.2.1. Reward, Optimal Policy and Classification Loss. In order to obtain a complete mapping
between Sequential Classifiers and Markov Decision Processes, we have to define the reward function. The idea underlying the definition of the reward is the following: the optimal classifier we
want to learn i.e the classifier θ that minimizes the empirical risk Remp (θ) corresponds to the
optimal policy when the classification process is mapped onto a Markov Decision Process. The
problem of finding the ”best classifier” is thus equivalent to the one of finding an ”optimal classification policy”. The consequence is that the reward function must be defined w.r.t to the empirical
risk that defines the task we want to solve.
As a simple general example, let us define the reward function as follow:
• r(s, a) = 0 is a is not a classification action
 i.e if a 6∈ Ac
• r(s, a) = − ∆(a, y datum(s) ) + C(path(s)) if a ∈ Ac
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In that case, given a datum x, the overall reward of a particular trajectory s(0) , a(0) , s(1) , ....., s(T )
starting from the initial state s of the process such as s(T ) is a final state, is:
−1
 TX
R s(0) , a(0) , s(1) , ....., s(T ) =
r(s(t) , a(t) )
t=0

= r(s(T −1) , a(T −1) )


= − ∆(a(T −1) , y datum(s(T −1) ) ) + C(path(s(T −1) ))

(13)

= −∆(y(x), y x ) − C(z(x))
If the trajectory has been sampled through a parameterized policy πθ ran over the training dataset,
the resulting expected overall reward is thus:
Ex [Rθ (s(0) )] = Ex [−∆(yθ (x), y x ) − C(zθ (x))]

(14)

and the optimal policy is thus the one which minimizes the empirical loss defined for Self-Explaining
Classifiers.
We have shown the equivalence between optimal policy and optimal classifier and the classification problem is thus reduced to a problem of finding an optimal policy in the MDP as it
has been defined previously i.e. the actions chosen by this policy will depend on each x to classify.
2.3. Reinforcement Learning of Sequential Classifiers. Once the problem of learning
a classifier is reduced to finding an optimal policy, one can use any Reinforcement Learning algorithm. But, at the opposite of classical RL problems, the reward function is here only defined for
state s that corresponds to training data i.e. datum(s) ∈ {x1 , ..., x` }. For the other states,
and particularly for states that concern data that will have to be classified by the system, this function is unknown. The algorithm cannot use the reward function during inference on new data, so
the learning method has to be able to generalize to any state without reward. Dealing with such
a problem is solved through the use of Approximated Reinforcement Learning (ARL) techniques.
We will not describe in details the ARL methods that can be used and how they work. We
just give the main idea underlying those methods. We consider a feature function Φ(s, a) for
representing state, action pairs as a vectors of features. A parametrized policy πθ thus corresponds
to a scoring function denoted Sθ , Sθ (Φ(s, a)) is the score of taking action a in state s. Sθ can be
transformed to a probabilistic policy πθ in different ways5. The goal of representing state-action
pairs through feature vectors is to allow one to generalize the score of any possible state-action
pair i.e. on states that concern test examples where the reward function is not defined
We consider here that Φ(s, a) is computed by first computing a state features vector denoted
Φ(s). Φ(s) is built considering the information contained in the acquired part of x in path(s) by
aggregation the individual features vector Ψ(xi ) of these acquired part. This aggregation can be
made by averaging the vectors, concatenating them etc...6. After computing Φ(s), Φ(s, a) is thus
built as the block vector defined over the discrete set of possible actions — see Figure 4.
Many algorithms can be used in order to find the approximated optimal policy one wants to
discover. We have chosen to use the RCPI algorithm in our experiments which is a state-of-the-art
method.
5S

θ is close to the classical Q-function defined in Reinforcement Learning, but corresponds to a score instead
of an expected long-term reward
6We are currently investing learning techniques for making this aggregation automatic. This research is not
described in the manuscript and is based on the use of hetero-encoder neural networks
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(Φ(s)) ⇒ Φ(s, a) = 
Φ(s)
 0 


 . 
.
 . 


0
Figure 4 – Block vector: from Φ(s) to Φ(s, a). In Φ(s, a) the sub-vector Φ(s) is at position a.

Aspect
Initial State

Notation
s(0)

Possible Actions

A(s)

Loss Function

∆ and C

State Features

Φ(s)

Description
We can specify the first block to acquire, or let the model
choose.
Allow one to specify in which order the blocks can be acquired, and when the classification of the datum can be
made.
∆ is the classification quality, C is a cost over the trajectory
followed by the agent. C and ∆ will be formalized in the
MDP through the reward function r(s, a)
Φ(s) is an aggregation of the different features vectors Ψ(xi )
of parts xi that have been acquired previously in path(s)

Table 3 – Configurable aspects of sequential classifiers. This table illustrates the different
elements of sequential classifiers that can be tuned in order to solve compelx classification
problems.

2.4. Summary over Sequential Self-Explaining Classifiers. If one wants to use a sequential self-explaining classifier for a particular application, different aspects of this classifier have
to be chosen:
• The initial state probability which allows the classifier to choose which block of the input
datum has to be acquired first.
• The set of possible actions A(s) that corresponds to the degree of freedom for information
acquisition — i.e. how the input datum can be acquired.
• The loss functions to optimize — ∆(., .) and C(.) — that define the reward of the MDP
over the training examples
• The state feature function Φ(s) and the scoring function Sθ (., .) that allows the classification agent to generalize over new input data.
The three first elements clearly depend on the task, so their choice is not difficult. We are currently
investigating how to automatically learn Φ(s) and define Sθ . These different elements are decribed
in Table 3
2.5. A simple illustration: Classification over textual documents. We present here
a simple case that corresponds to the problem of classifying textual documents7 as a concrete
illustration of Sequential Self-Explaining Classifiers over a real-world application. This example
7Note that this example is more general and in fact concerns any type of problem of classification of sequences

or streams
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Figure 5 – Textual document (left) as a block datum (right) with one relation next. A
trajectory corresponds here to a sub-sequence of sentences.

aims at illustrating the concepts presented above; a deeper analysis of this application has been
published in [16].
2.5.1. Textual documents as Block data. Let us consider a set of possible documents D such
that each document x ∈ D is composed of a set of sentences x1 , ..., xnx where nx is the number
of sentences of x. Suppose that reading is performed sequentially, one sentence after ther other.
Each document can be seen as a block datum where each sentence is here a block of information.
The sentences are related in a sequential way: there is only one type of relation — i.e. R = 1 —
x
and ∀i, ri,j
= 1 iff j = i + 1. An example of textual document as a block datum is presented in
Figure 5.
Moreover, we consider that each sentence xi is represented as a tf-idf vector in RV where V is
the number of possible words in the collection : Ψ(xi ) ∈ RV . Note that this example of sequential
problem corresponds to other problems such as OCR, speech recognition, etc...
2.5.2. MDP topology. In order to classify textual documents with a sequential model, we consider
the simple topology defined as:
• The probability of the initial block is:
(
1 if datum(s0 ) == x1
(15)
P (s0 ) =
0 otherwise
This means that the classification agent must start by acquiring the first block of the
datum to classify i.e. the first sentence of the document.
• The set of possible actions A(s) is defined as the set of all possible classification actions
— the agent can decide to classify whenever he wants — plus the action denoted next
which consists in acquiring the next sentence.
• ∆(., .) is the 0/1-loss and C(.) = 0 since we want here to minimize the classification error
without any additional constraint.
• At time t, the state feature vector Φ(s) is composed of two parts:
– The first-half of the vector corresponds to the mean of the previously acquired sent−1
P
Ψ(x(i) ).
tences i.e. at time t, 1t
i=0

– The second-half is the last sentence Ψ(xt ).
• The scoring function Sθ is a classical linear function Sθ (Φ(s, a)) = hθ; Φ(s, a)i
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Figure 6 – A simple MDP for textual classification where sentences (x1 , ..., x3 ) are
acquired sequentially from the first one to the last one. +1 and −1 correspond to
classification actions; in this example, classification can be made at any time.

(a) Reuters Corpus

(b) WebKB Corpus

Figure 7 – Performance (Accuracy) of the Sequential approach (STC) in comparison
with classical linear SVM depending on the size of the training set on two corpora

(a) Reading Size

(b) Number of Documents vs Reading Size

Figure 8 – Qualitative Analysis of the Behaviour of the Sequential Model o, 4 different
corpora (R8, Newsgroup, WebKB, R10). Each histogram corresponds to a particular
training size i.e. 0.9 mleans that 90% of the documents have been used for training.

The chosen MDP topology is illustrated in Figure 6.
2.5.3. Some Experimental Results: The use of this model for text classification has shown very
interesting results that are illustrated in Figure 7 and Figure 8.
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Name
No constraint

Corresponding Risk
P
i
∆(yθ (xi ), y x )
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MDP Topology and Reward

As = Ar ∪ As - see Figure 10 (a) and
(b)
P
i
∆(yθ (xi ), y x )+n.λ with n the size Reward-value of a ∈ Ar is −λ

i∈[1;`]

Datum-wise Sparse
Classifier

Cost-Sensitive
Classifier

Budgeted Classification

Relational Features

i∈[1;`]

of the trajectory zθ (x) and λ the cost of
any block acquisition
n
P
P
i
∆(yθ (xi ), y x ) +
λ(t) ) with n Reward-value of a ∈ Ar depends on the
t=1
i∈[1;`]
acquired block
the size of the trajectory zθ (x) and λ(t)
the cost of acquiring block x(t)
P
i
∆(yθ (xi ), y x ) + C(zθ (xi )) where Reward-value of a ∈ Ar depends on the
i∈[1;`]
budget
C(zθ (xi )) is 0 if the classification is
compatible with the budget, and +∞
otherwise
n
P
P
i
∆(yθ (xi ), y x )+
C(t) with n the Reward-value of a ∈ Ar depends on the
t=1
i∈[1;`]
set of previoulsy acquired block and on
size of the trajectory zθ (x) and C(t) the the block to acquire now.
cost of acquiring block x(t) knowing all
previously acquired blocks

Table 4 – Summary of the different possible variants of the model and the way these
variants are handled in the MDP topology and the reward function. Five problems have
been studied in our work, and some other can be imagined. Note that the different
variants can be combined to obtain more complex classifiers like Relational Budgeted
Classifier for example.

We have shown — see Figure 7 for example — that the proposed approach allows one to obtain
state-of-the-art performance. The use of sequential models is competitive w.r.t. classical models
(SVM) which is an important point while the paradigm underlying our work is very different
from the one used by these algorithms. Moreover, Figure 8 give us interesting information for
understanding the behavior of the model. In the left part of this figure, one can see that, first
these performances are obtained while the system has automatically decided not to read the whole
documents. For example, for the Reuters dataset with a training set of 10% (green histogram)
our model achieves an accuracy of about 90% while only reading about 50% of the sentences.
The right part of the figure shows the repartition of the number of sentences read for classifying:
about 2,200 documents are classified while reading less than 10% of their sentences, while about
500 documents are classified while reading about 60% of their sentences. This figure shows the
ability of the model to adapt its behavior to each document. We have also shown that almost
all the classification errors are made when all the sentences have been acquired, meaning that the
system is not able to classify these documents after reading all the sentences; at the opposite, when
choosing to read only a small portion of the document, the model almost never fails.
3. Sequential Classifiers and Complex Classification Problems
Now, as explained previously, the mapping between a problem of structured input classification
and a sequential classifier can be done in different manner, resulting in different classification
problems. Table 4 is a summary of different problems considered in our work. We use input datum
presented in Figure 9 as an illustration of the different problems.
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Figure 9 – Example of an input datum composed of three parts and one relation. We
assume that this datum is a positive example (category = +1) in a binary classification
problem

(a) No constraint, starting block is x1

(b) No constraint, starting block can be any block
(chosen by the algorithm)

Figure 10 – Possible MDPs for classifying without constraint. Dotted arrows correspond
to classification actions. Red underlined numbers correspond to reward — note that the
reward is the negative value of the loss i.e. maximizing the reward is equivalent to
minimizing the loss. Left circle is the initial state.

3.1. Classification without constraint. The first simple problem was described in the
previous section. The idea is to allow the classifier to decide both, which piece of datum to
acquire, and when to classify. This corresponds to the optimization of an empirical loss where
there is no cost for the classification process, and to a MDP topology where the sub-set of possible
actions A(s) contains acquisition actions and classification actions. Examples of corresponding
MDPs are given in Figure 10 where the left part (a) forces the classifier to always start by a given
piece of datum, while the right one (b) allows the classifier to choose which piece of datum it has
to acquire first. It is well suited for cases where the acquisition of information is not a problem.
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(a) The cost of acquisition of a feature does not
depend on the feature itself.

29

(b) The cost of acquisition of a feature does depend on the feature.

Figure 11 – Possible MDPs for Sparse (a) and Cost Sensitive (b) Classification

3.2. Sparse Classification and Cost-Sensitive Classification. In this case, one wants to
limit the number of acquired information. Here, the cost of choosing to acquire new information
is greater than 0. Let us consider that zθ (x) = (x(1) , r(1) , ...., r(n−1) , x(n)) where n is the number
of acquired pieces of datum x, Two variants are possible:
• The cost does not depend on which blocks have been acquired so the regularization risk is
C(zθ (x)) = n.λ where λ is the cost of acquiring any new block of x. This case allows one
to obtain (datum -wise) sparse classifiers, where the sparsity level depends on the input
datum: difficult/ambiguous inputs are then classified using many information, ”easy”
inputs are classified quickly and the average sparsity is under control through the value
of λ – see Figure 11 (a).
• The cost depends on the block to acquire. This case is also known as cost-sensitive
classification and corresponds for example to medical problems where the cost of a block
is the price of the corresponding medical examination. Here, each block xi is associated
n
P
to a cost λi that is used in the regularization term C(zθ (x)) =
λ(t) as shown in Figure
t=1

11 (b).
Note that the MDP topology is the same than the one described before, and just the reward
function has changed: the reward value of any acquisition action a ∈ Ar (s) corresponds to a λ-cost.
3.3. Classification with a budget. A natural extension of sparse/cost-sensitive classification is classification with a specific budget, or a specific maximal budget. In the first case, one
wants to use exactly the same budget for any datum to classify – see Figure 12 (a). In the second
case, one wants to limit the allocated budget for any datum to classify – Figure 12 (b). These two
variants are easily obtained by modifying the topology of the MDP, changing the set of possible
actions8. Some states only allow acquisition actions, while other states only allow classification
actions (Figure 12). This corresponds to a cost C such:
(
+∞ if n > (or 6= ) budget
(16)
C(zθ (x)) =
0 elsewhere
8or by modifying the reward function.
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(a) Fixed Budget — i.e 2 acquisitions allowed

(b) Maximum Budget — 2 acquisitions at max

Figure 12 – Possible MDPs for Budgeted Classification with fixed budget (a) or maximum budget (b).

3.4. Classification with relational Features. The classification with relational features
problem considers that the cost of acquiring any new block of the input datum depends of the
previously acquired blocks. For example, this is the case for computer vision problems where
acquiring a new block consists in rotating the camera and getting a new picture. In that case,
making only a small movement of the camera is less expensive than turning 180 degrees. Let us
denote relation(i, j) = 1 if xi is related to xj . We consider that the cost of acquiring the block xi
(t)
(t)
at time t denoted cost(i, zθ (x)) with zθ (x) = (x(1) , ..., r(t−1) , x(t) ) is :
(
λ if one block related to i has been acquired before
(t)
(17)
cost(i, zθ (x)) =
γ otherwise
with the idea that λ << γ In that case, C(zθ (x)) =

n
P
t=1

(t−1)

cost((t), zθ

(x)).

3.5. Applications and Experimental Results. The different variants of the sequential
model have been applied to different concrete applications. We have mainly worked on text classification — see Section 2.5 — and classification of vectors. Vectors are particular cases of block data
where each component is a block composed of a single feature as shown in Figure 13. We present
here some results obtained on vectors for complex classification problems. Figure 14 presents the
performance obtained for the sparse classification model (Datum-Wise Sparse Model DWSM) and
shows that our approach outperforms state-of-the-art sparse methods at a given level of sparsity.
This is due to the fact that we are able to choose the best sparsity for each datum resulting in
a lower average sparsity over the datasets. Figure 15 shows the performance obtained for hard
budget classification (DWSM HB) – i.e. the classifier has a fixed maximum number of features it
can use for classifying. This method also performs better than classical models at a given level
of sparsity9. At last, Figures 16 and Figures 17 show some interesting results in the context of
cost-sensitive classification and relational features. More details can be found in [19].
9and as a low learning time in comparison to the DWSM model
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Figure 13 – A vector as a block datum: each component is a block; one type of relation
for each component allowing to move to this component.

Figure 14 – Accuracy versus Sparsity for state-of-the-art models and our approach
(called DWSM) on two datasets. SV M L1 is a SVM with a L1 regularization, LARS is
a state-of-the-art model for computing sparse classifiers and DW SM is our method. At
the same level of sparsity, our approach outperforms classical sparse models.

4. Structured Output Classification
At last, the sequential models are very useful when dealing with structured output classification
tasks. Structured output was our first motivation for developing sequential models because classical
optimization-based approaches to structured outputs prediction were too complex for any practical
use. Indeed, classical Structured output methods are usually based on the idea of find the best
output in the set of all possible outputs. Its thus corresponds to a problem of exploring a very
large discrete space which is often intractable - even if additional assumptions like first-order
dependencies are made.
The idea of using sequential models is to consider the problem of finding the sequential operations that map an input structure to a good output structure. In that case, the problem of
structured output classification becomes a sequential learning problem - solved by using Reinforcement Learning techniques over MDPs - which complexity is lower than the optimization problem.
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Figure 15 – Classification accuracy vs sparsity of 5 different models on two datasets.
SV M L1 is a SVM with a L1 regularization, LARS is a state-of-the-art model for computing sparse classifiers, CART is a decision tree algorithm, DW SM is our method and
DW SM HB is the our method with a fixed budget.

Figure 16 – Performance on the cost-sensitive problem comparing our approach
(DWSM) with the classifier proposed by Li et al. which is the reference work in the
domain. The average cost corresponds to the resulting cost of classification i.e. the sum
of the cost of all the features acquired divided by the number of testing examples.

We studied this kind of methods in the context of Sequence labeling and XML Structure Mapping
as shown in Figure 18. A brief description of the use of sequential models for structured output
classification is done quickly in this manuscript and more details can be found in [37].
4.1. Structured Output Classification. Structured Output Classification consists in two
steps:
• Inference: Given the parameters θ and input x, inference consists of selecting an output
ŷ among all candidates Yx . The predicted output ŷ = fθ (x) should have a low loss value
∆(ŷ, y).
• Training: Given the set of examples D and the loss function ∆, training corresponds to
minimizing the empirical risk 10:
`

θ∗ = argmin

R

θ∈

d

1X
∆(ŷ = fθ (xi ), y i )
` i=1

4.2. Structure Output Classification as MDPs. The idea of proposing a MDPs model
for Structured Output Classification is very close to the one presented for classification. The main
difference is that, instead of considering classification actions that classify the input datum x, we
10or some regularized empirical risk.
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Figure 17 – Average utilization of each feature block for correctly classified data in the
relational features context – acquiring a set of pixel close to a previously acquired block
is cheaper than acquiring a further block –, grouped by class. The corresponding sparsity
is below the image. Lighter squares represent more frequent usage.

Figure 18 – Sequence labeling and XML Mapping problems

consider building actions which aims at sequentially building a piece of the final output. The
process is the following:
• At each step, the classification agent explores a new block of data xi .
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Figure 19 – Sequence labeling SP-MDP. Circles are states and links are transitions.
Each state contains the input and a partial output. Here, the input is a sequence of
three black-and-white bitmaps representing handwritten digits. Partial outputs are partially recognized sequences of digits. The bottom double circled states are final states
containing complete outputs.

• It decides which blocks to add to the partial output it is building.
• It then moves to a new block of data.
• At last, when the input datum has been totally explored, the agent returns the output
that has been constructed
An example of such a process for the sequence labeling problem is given in Figure 19.
4.3. Discussion. We first provide a comparison of incremental versus global models and then
discuss in more details the specificities of the proposed approach w.r.t. two reference incremental
methods: LaSO and Searn.
4.3.1. Incremental Models versus Global Models. All global models assume that the following
problem can be solved efficiently:
fθ (x) = argmax F (x, y; θ)
y∈Yx

This step, which is most of the time involved in both learning and inference, is usually handled with
dynamic programming techniques. This has two major drawbacks. First, dynamic programming
requires strong independence assumptions, which are often unrealistic for real-world data. For
example, in sequence labeling, it is often assumed that a label only interacts with the previous
and next labels. This strategy does not allow us to cope with complex output dependencies.
Second, even with such independence assumptions, dynamic programming algorithms may have
a prohibitive complexity. For example, when predicting trees, the best dynamic programming
algorithms have a cubic complexity in the number of leaf nodes [45]. This limits the use of such
methods to small trees, e.g. less than 50 nodes. More generally, the argmax problem prohibits the
use of global methods on large-scale problems.
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Ner-Small
Ner-Large
HW-Small
HW-Large
Chunk

Best
Baseline
93.45
96.96
77.59
82.78
96.71

Left-Right
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Order-Free

Sarsa

Olpomdp

Searn

Sarsa

Olpomdp

Searn

91.90
96.31
75.20
85.88
96.08

93.73
96.87
82.46
89.74
96.50

93.83
97.43
83.13
90.39
96.79

91.28
96.32
81.56
92.21
96.17

93.63
96.64
84.36
90.75
96.14

93.68
97.19
87.56
94.10
96.65

Table 5 – Comparison of Sarsa, Olpomdp and Searn on left-to-right and order-free
sequence labeling. Each row corresponds to a dataset and each column corresponds to
a learning method. For each combination, we give the percentage of correctly predicted
labels on the test-set. The best test scores are shown in bold.

The incremental models aim at solving this dynamic programming step using greedy inference.
They can be applied both for large-size problems and for complex dependencies. On the other hand,
when facing local ambiguities, greedy inference may lead to sub-optimal solutions. In such cases,
when tractable, global models have more chances to find the best compromises.
4.3.2. RL Approach versus other Incremental Models. LaSO and Searn[13, 14] are incremental models that have been proposed conjointly to our work (called SP-MDP) for solving the
structured output classification problem. They are based on the same idea of modelling the structured prediction by choosing a sequence of actions but do not make the same assumptions in
term of supervision. The main difference with our RL approach is that LaSO and Searn are respectively based on the Optimal Learning Trajectory (OLT) and Optimal Learning Policy (OLP)
assumptions, while SP-MDP is not limited by these assumptions and thus usable in many practical
applications that cannot be considered with LaSO and Searn.
In some simple SP tasks, the OLTs and the OLP can be computed trivially in O(1). This is
the case for example in sequence labeling, where, whatever the current state is, the best decision
is to select a correct label. In some other tasks, such as the tree transformation, OLTs and OLPs
computation is a non-trivial or even intractable combinatorial search problem. The method with
have proposed is thus mre general and can be easily used in many cases where LaSO and Searn
cannot.
4.3.3. Examples of experimental results. Our methods have been mainly tested on two problems:
sequence labeling and XML structure mapping on references datasets. Table 5 presents results
obtained in comparison to classical methods – SVM-struct, maximum entropy models – when
considering different ways to parse the original sequence: from Left to Right or in any order
(Order-free) where the model may choose which element to label at each step. OLPOMDP and
SARSA corresponds to two different Reinforcement Learning algorithms applied to our formalism.
Table 6 gives the results obtained by our methods on different tree transformations tasks –
HTML → XML and XML → XML. The three different measures Fstructure , Fpath and Fcontent
corresponds to different possible evaluations measures that compare the obtained output to the
greedy
greedy
desired output.πstructure
, πpath
and π random corresponds to manually defined models, while
Pcfg+Mewhich is the only model of the state-of-the-art that can be applied to these corpora. In
a few words, this table shows that our model is, first able to provide good results to this complex
problem, but also outperforms baseline methods that are limited to simple transformations.
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RL
Corpus

Score
Fstructure

RealEstate

Fpath
Fcontent
Fstructure

Mixed-Movie Fpath
Fcontent
Fstructure
Shakespeare Fpath
Fcontent

Baselines

greedy
greedy
Sarsa Olpomdp πstructure
πpath
π random Pcfg+Me

99.54
99.87
99.88
86.22
91.53
91.53
96.03
97.88
98.87

99.99
99.99
100
86.50
91.88
92.05
95.88
97.72
98.40

87.09
84.42
100
47.04
52.02
52.02
98.65
98.91
99.83

97.09 3.27
100
3.91
100
5.10
44.15 3.54
52.18 5.29
52.18 5.67
75.16 11.34
100 16.47
100 18.25

49.8
7
99.9
/
/
/
94.7
97.0
98.7

Table 6 – Tree transformation results for medium-scale datasets. For each dataset and
each method, we give the three average similarity scores Fstructure , Fpath and Fcontent
between the predicted and correct trees of the test set. The two first columns correspond
to the Sarsa and Olpomdp RL algorithms. The next three columns are baselines which
do not rely on learning. The last column is the Pcfg+Me [10] baseline. The / symbol
denotes results that could not be computed due to the complexity of Pcfg+Me.

5. Limits of the Sequential Models
Sequential Classifiers are very interesting methods than can be used to both solve complex
classification problems, and also structured output problems with very large output spaces. While
we do not detail here the learning algorithms used for the different experimental results, one has
to note that the complexity of learning methods over sequential processes is excessive. This is the
main drawback of our method. Mainly, this complexity depends on the number of possible actions
at each step of the process and is cubic w.r.t to this number making the sequential models hard
to learn when facing problems with many actions. However different solutions exist to avoid this
problem:
• First, one can choose if possible a MDP topology that limits the number of actions —
for example by reducing the number of relations between the blocks of the input data.
• Second, one can use new RL algorithms that are able to face a large number of actions
like the one we have proposed in [18].
• At last, one can use complex parallelization schemes, and remain patient.....
The problem of speed is certainly the one we have to work on to make these methods usable for
any concrete application.
6. Related Work
6.1. Structured Prediction Models. In this section, we give an overview of existing SP
methods. We focus on general purpose SP models, which are not restricted to a specific application
or structured data type.
6.1.1. Global Models. One of the first ideas for SP has been to generalize existing classification
methods to structured outputs. Let F (x, y; θ) be a function that measures how good the predicted
output y is, given input x. Classification is considered here as a global optimization problem defined
as:
fθ (x) = argmax F (x, y; θ)
y∈Yx
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A common choice is to choose for F a linear function:
F (x, y; θ) = hθ, φ(x, y)i
where h., .i denotes the scalar product and φ is an input-output joint-description function. Such a
function jointly describes an input x and a corresponding candidate output y as a feature vector
in Rd . Global models usually require that the output feature set and the loss function both
decompose. We briefly review some of the best-known models below.
The Structured Perceptron [11] is a generalization of the classical Perceptron, which was first
used for part of speech tagging and chunking. Learning is performed by simulating inference and
correcting the weight vector each time a wrong output is predicted.
Conditional Random Fields (CRFs) [34] use a log-linear probability function to model the
conditional probability of an output y given an input x. CRFs are undirected graphical models
where Markov assumptions are used in order to make inference tractable. The probability of an
output can then be expressed as a product over output sub-structures.
Several methods extending the ideas of Support Vector Machines to SP have been proposed.
SVM for Interdependent and Structured Output spaces (SVM-ISO, also known as SVMstruct ) [51]
is a generalization of maximum margin classification to structured outputs. Maximum Margin
Markov Network (M 3 N ) [48] is another well-known SP model that relies on maximum margin and
graphical models. The two methods differ in the way they generalize the max-margin principle and
in how they handle the potentially exponential number of constraints of the Quadratic Programing
problem they solve.
Besides these key references, many other extensions of large margin or graphical models have
also been proposed like [23] and [50]. As discussed in Section 4.3.1, global models for SP often
suffer from scalability issues. This has led to the development of incremental models, which are
able to deal with larger applications.
6.1.2. Incremental Models. Instead of modeling what a good prediction looks like, incremental approaches directly model how to build the good prediction. This simple idea thus suggests integrating
learning and searching into a sequential prediction process. Inference starts with an initial default
output. Each decision corresponds to an elementary modification of the output being predicted.
States contain partial outputs and final states contain complete outputs.
Incremental Parsing [12] is one of the first models using the idea of incremental prediction.
This model was introduced in the context of natural language parsing, where inputs are sequences of
words and outputs are parse trees. Incremental Parsing is built around a Perceptron that assigns
ranking scores to partial outputs. The inference is performed greedily by taking decisions that
maximize the ranking score. Each such decision adds a set of nodes to the currently built parsing
tree. Learning is performed by repeating the following process: run the inference procedure until
a wrong decision happens, stop inference and make an elementary correction using the Perceptron
rule. In order to detect wrong decisions, Incremental Parsing assumes that the Optimal Learning
Trajectories (OLTs) are known for all learning examples. An OLT is a sequence of actions that,
given an input, leads from the initial state to the correct output.
Incremental prediction was popularized by LaSO [15], which is probably the first general
Incremental SP model. LaSO relies on a beam-search procedure. The selection of partial outputs
in the beam-search is computed by using a Perceptron. LaSO makes the same OLT assumptions
as Incremental Parsing. An error is said to occur when the current beam does not cover the
OLT anymore. Learning repeats the following steps until convergence: pick an example, run the
inference procedure until an error occurs, correct the Perceptron w.r.t. the current error, correct
the error – reinsert the OLT into the beam – and continue inference.
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Searn [14] is another general Incremental SP model developed later. In Searn, the decision
maker is modeled by a classifier (e.g. Support Vector Machines or Decision Trees). Searn assumes that for each learning example, we know an Optimal Learning Policy (OLP). The OLP is
a procedure that knows the best decision to perform for any state of the prediction space. Note
that this is a stronger assumption than the one in LaSO. Searn uses an iterative batch-learning
approach. At each Searn iteration, a mixture of the optimal decision maker and the learned
decision maker is used to perform inference on all learning examples. For each visited state, one
classification example is created. At the end of the iteration, a new classifier is trained using these
new classification examples. This is repeated until convergence. Searn has shown to be efficient
on numerous tasks and is considered as a general-purpose state-of-the-art SP model.
Incremental models can cope with non-additive loss functions. They do not rely on dynamic
programming and are thus probably better adapted to complex and large-scale SP problems than
global models.
6.2. Sequential Models and Features Selection. We begin by providing an overview of
feature selection techniques that correspond that are close to the datum-wise sparse model. Then,
for each of the proposed extensions, we describe the works that address similar problems. Note
that none of the following citations correspond to a model that can deal with all these classification
problem in an unified way.
6.2.1. Features Selection and Sparsity. Datum-Wise Feature Selection positions itself in the field
of feature selection, a field that has seen a good share of approaches [25]. Our approach positions
itself between two main veins in feature selection: embedded approaches and wrapper approaches.
Embedded approaches include feature selection as part of the learning machine. These include
algorithms solving the LASSO problem[49], and other linear models involving a regularizer with
a sparsity-inducing norm (Lp∈[0;1] -norms such as Elastic Net[63] and group LASSO[57]). These
methods are very different from our proposed method, and rely on the direct minimization of a
regularized empirical risk. These approaches are very effective at these specific tasks, but are difficult to extend to more complex risks that are neither continuous nor differentiable. Nevertheless,
some interesting work has been done along the lines of finding surrogate losses for more structured
forms of sparsity [29]. We believe our method is nevertheless more naturally expressive for these
types of problems, as its optimization criteria is not subject to any constraints on continuity or
derivability.
Wrapper approaches aim at searching the feature space for an optimal subset of features that
maximizes the classifier’s performance. Searching the entire feature space is very quickly intractable
and therefore various recent approaches have been proposed to restrict the search using genetic
programming[22] or UCT-based algorithms[21]. We were encouraged by these works, as the use of
a learning approach to direct the search for feature subsets in the feature graph is very similar in
spirit to our approach. We differentiate our approach from these through its datum-wise nature,
which is not considered by either of the aforementioned articles.
Regarding the datum-wise nature of our algorithm, the classical model that shares some similarities in terms of inference process is the Decision Tree[43]. During inference with a Decision
Tree, feature usage is in effect datum-dependent. In contrast to our method, Decision Trees are
highly non-linear and as far as we know, have never been studied in terms of sparsity. Moreover,
the learning algorithm is very different to the one proposed in this paper, and Decision Trees
are not easily generalizable to more complex problems. Nevertheless, Decision Trees prove to be
perform very well in situations where strong sparsity is imposed.
6.2.2. Cost Sensitive Classification. The particular extensions presented have been inspired by
various recent works. Cost-sensitive classification problems have been studied by Turney and
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Greiner[53][24]. The model proposed by Turney[53] is an extension of decision trees to costsensitive problems, using a certain heuristic to discourage the use of costly features. Greiner[24]
models this task as a sequential problem, . However, the formalism used by Greiner is different
from the one we propose, and restricted to cost-sensitive problems.
6.2.3. Hard Budget Classification. Hard Budget classification has been considered before, [31],
in the context of Active Learning. Modelization as an MDP is suggested in the article, but is not
performed. Hard Budget classification is primarily motivated by its more fine-grained ability to
tune the sparsity, as well as the inherent speedups it provides in the complexity of the learning
phase.
6.2.4. Grouped Features. Many datasets inherently provide some form of group or relational
structure, and grouped features have been recently proposed as an extension to the LASSO problem
called Group-LASSO[57]. Relational features have also been studied in different papers about
structured sparsity[26][29], which also base themselves on LASSO-derived resolution algorithms.
Additionally, these papers consider global sparsity and are not datum-wise. They are based on a
continuous convex formulation of the sparse L1 regularized loss and are thus very different from
our approach. DWSM provides a much richer expressivity relative to these methods, at the cost
of a more complex resolution algorithm.
All the different approaches to our extensions have not been previously brought together under
one framework as far as we can tell, additionally many more extensions can be imagined, with the
ability to adapt to the fine-grained constraints of real-world problems.
6.2.5. Classification as a Sequential Problem. At last, the idea of using sequential models for
classical machine learning tasks has recently seen a surge of interest. For example, there have been
sequential models proposed for structured classification[13][36]. These methods leverage Reinforcement Learning approaches to solved more ‘traditional’ Structured Prediction tasks. Although
they are specialized in the prediction of structured data, and do not concentrate on aspects of
sparsity or feature selection, the general idea of applying RL to ML tasks is in the same vein of
work as DWSM.
The authors have previously presented an original sequential model for text classification[17],
and there has been similar work using Reinforcement Learning techniques for self-terminating
anytime classification[41]. These approaches can be considered as more constrained versions of
the problem proposed in this paper, since the only criteria being learned is when to stop asking
for more information, but not what information to ask for. Nevertheless, these approaches provide
the base intuition for datum-wise approaches.
The most similar Reinforcement Learning works are the paper by Ji & Carin [30] and the
(still unpublished) paper by Rückstieß et al.[44] which proposes MDP models for cost-sensitive
classification. Both of these papers have formalizations that are similar to ours, yet concentrate
on cost-sensitive problems.
7. Discussion and Perspectives
We have presented a new family of classifiers – i.e. Self-Explaining Classifiers – that can be
learned taking into account both the classification accuracy, but also the way the classification
has been done. We think that this type of model is very interesting because it allows one to integrate many computations that are usually done by hand, like data acquisition and preprocessing.
We have described an implementation of Self-Explaining Classifiers that uses sequential decision
processes and considers that the classification is the result of a sequence of acquisition and classification actions. This model is able to classify any type of structured data (at least, of block
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Name
Time Consumption
CPU Consumption
Green Machine Learning

Units
seconds

Description
To obtain a model that is limited (during inference) by a
time constraint
CPU time To obtain a model that is limited (during inference) by a
CPU time constraint
Watt
To obtain a model that does not use to much electrical
power (particularly when using GPUs)

Table 7 – Examples of measures that can be integrated in the model through the
regularization term C i.e. through the reward function in the MDP. These measures aims
at building classifier able to minimize their CPU consumption or Power consumption for
example.

data) and to consider external constraints like sparsity, budget, etc... Moreover, we have proposed
an extension of this sequential model to structured output classification by considering building
actions which allow one to sequentially build a good mapping of any input datum to an output
space. The interest of this method is thus to reduce the complexity of the structured output classification task, allowing us to deal with large scale and complicated applications. This work opens
interesting research directions, some of them are currently under investigations.
7.1. Classification when acquiring features is slow and Green Machine Learning.
While we have described some variants of our model that aim at finding a sparse classifier, or at
solving a budgeted learning problem, one more interesting case is the classification problem where
some external constraints are concerned. For example, consider the problem where one wants to
classify while spending the less possible time (in seconds) for each datum. In that case, we can
rewrite C(zθ (x)) as the time (in seconds) spent for classifying x multiplied by a scaling factor which
computes the trade-off between classification accuracy and seconds i.e C(zθ (x)) = λtime(zθ (x)).
This is translated to the MDP structure by modifying the structure of the classification actions
reward. In the same manner, many different measures can easily be integrated into the model like
power consumption resulting in a system which optimizes a trade-off between classification quality
and electrical power needed for the computation (Green Machine Learning). Examples of measures
are given in Table 7. Note also that, while in our sequential process, the preprocessing of each
block - the computation of Ψ functions that transform a block to a feature vector - can be done on
the fly, this type of model becomes very interesting when the preprocessing is slow, like in image
classification where one has to compute a set of SIFT of each part of the image, spending seconds
in preprocessing. All these constraints can be considered simultaneously, resulting in a model able
to do multi-tradeoff classification.
Image Classification. We are currently working on using the sequential models for an image classification task and we are able to demonstrate – Figure 20 – that our method gives similar results
in comparison to state-of-the-art models, but reduces the computation time by a factor 2 or 3. The
underlying sequential model automatically chooses which parts of the input image to analyze, and
thus does not need to compute the SIFT values over the whole image. We are also investigating the
possibility of our model to learn to where to look at, simulating eye-trajectories over the images.
Robot Localization. Another example of features that are slow to acquire is currently investigated
for the problem of robot localization – see Figure 21. Here, the problem is to ask to a robot that
only has a camera where it is located. Given the image the robot is currently looking at – Figure
21 (left) – it is almost impossible to answer, and the robot has to choose how to move in order to
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Figure 20 – Performance of the sequential model on some preliminary experiments
for classifying images decomposed in 4x4 parts. Size path corresponds to the number of
subparts of the image that are acquired for classification, and the Y-axis is the error-rate.
Each curve corresponds to one category of the PPMI dataset. One can see that acquiring
half of the image produces the same performance than acquiring all the parts, resulting
in a model which is two times faster than standard classifiers that have to compute the
SIFT words over the complete picture.

Figure 21 – (left)The robot is in front of an ambiguous localization problem. Given the
image on the left, it is unable to infer its localization. (right) The robot has learnt to
move in order to acquire new information that help him to decide.

collect more information – Figure 21 (right). The constraint here is that the information must be
acquired quickly in order to answer quickly.
Web Engines and Information Access. At last, consider the problem of searching particular information on the Web. Usually, this problem is solved using classical search engines that are based
on an index representative of the Web at time t. When asking a search engine at time t + 1, it is
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Figure 22 – The MDP corresponding to an agent which chooses how to preprocess a
datum before classifying.

unable to give, as an answer, a piece of information that appeared between time t and time t + 1.
This is a problem for micro-blogging Web sites for example. Now, consider that the search engine
is a sequential process able to browse the Web like a human does and to find relevant information;
this model is then not dependent of an index which is not up-to-date and will be able to find
any recent document. This research direction is currently under investigations. A more general
thinking has to be made about the ability of sequential models to discover relevant information in
very big dynamic databases.
7.2. Choosing how to preprocess. One other perspective is to integrate the preprocessing
into the classification process. Actually, preprocessing is done by hand, and not included into the
learning problem while it is clear that a large part of the final performances clearly depends on the
quality of the preprocessing. The use of sequential models allows one to include the preprocessing as
part of the learning problem by modeling an agent which starts by first choosing how to preprocess a
datum – applying sequential preprocessing actions – and then classifying. This process is illustrated
in the MDP presented in Figure 22. We consider that this research direction is really interesting
and can make learning methods more automatic and usable by users that are not specialists of
data processing.

CHAPTER 4

Labeling of Heterogeneous Multi-relational Data
Abstract

This chapter focuses on machine learning techniques able to label complex networks
i.e. multi-relational heterogeneous graphs. These methods have been developed with
social networks applications as an applicative domain and aim at extending classification techniques to relational data. We first describe two families of techniques that
have been proposed for labeling multi-relational networks with content information.
The first family is based on iterative models and is inspired by the sequential models
presented in the previous chapter. The second family is an extension of regularized
models which allows one to automatically how the labels propagate through the different types of relations. At last we present a more prospective approach which goal is
to deal with heterogeneous networks i.e. networks whose nodes are of different types
and have to be labeled with differents set of categories. This model is based on the
idea of propagating hidden nodes representation and it is instantiated on a family of
regularized neural networks.
The chapter is organized as follows:
• In Section 1, we focus on multi-relational networks and propose iterative models
in Section 1.2 and regularized models in Section 1.3.
• In Section 2, we present the problem of labeling heterogeneous networks and
propose a first approach for networks without content, and a neural networkbased model for graphs with different types of content.
Additional work concerning link prediction in complex networks is briefly described in Chapter 5.
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1. Multi-relational Models
We consider in this section the problem of learning to annotate documents in content information networks, where the elements share multiple relations either implicit or explicit. An example
of such a network is the Flickr site where relations like ”friendship”, ”foe”, ”comments”, similarity
measures or metadata can be used to infer links between content elements.
The semantic of the relations may differ according to the problem and be exploited in different
ways. This information may be implicit in which case it is to be inferred directly from the data. For
example similarity between text elements, images or video shots has been largely explored in different classification contexts. Information could also be explicit like links in the Web, citations in bibliographic
networks
or
friendship
relations
in
social
networks.
We propose here two different models for learning to annotate content in multi-relational
networks:
• The first model — see Section 1.2 — is an iterative model close to sequential models
presented in the previous Chapter. It is called IMMCA for Iterative Multi-label Multirelational Classification Algorithm which is an extension of the Iterative Classification
Algorithm ([47, 20]) for multi-relational graphs and multi-label classification.
• The second model — Section 1.3 — performs label propagation from the labeled nodes
to the unlabeled ones using the different types of relations. This framework has been
first introduced in the context of semi-supervised learning [62, 4] for mono-relational
networks but we extend it to multi-relational networks by learning automatically how to
weight the different relation types, according to their relevance and importance for the
classification or annotation task to be solved.
1.1. Transductive Context. Note that the two models are presented here in the transductive context where the observed network is composed of both nodes to label and already labeled
nodes — see Figure 1. This context supposes that only one datum x as to be labeled. This datum
x
x is composed of nodes x = (x1 , ...., xn ) and a set of relations ri,j
as defined in Chapter 2. The
x
nodes (x1 , ..., x` ) are training nodes that are already labeled as y1 , ..., y`x where yix is a vector where
x
each feature yi,k
is the score of category k in C.
1.2. Iterative Multi-label Multi-relational Classification Algorithm. The Iterative
Classification Algorithm (ICA) is a simple and efficient collective classification method [47, 20].
We have built on this framework for our new algorithm. Note that the ideas presented here
for multiple relations and multi-label could be used with other baseline models than ICA, which
could also be extended to this multi-relation, multi-label setting. We briefly describe here the
ICA principles before introducing our multi-relational and multi-label extension in the next part.
ICA has been proposed for classifying nodes of a partially labeled mono-relational graph1. It
performs in two steps:
• Learning step: It consists in training, a classification function fθ for classifying a node
using its content and the labels of its neighbors. This function is learned on the labeled
part of the graph using classical machine learning algorithms like perceptron, or SVM.
The learned function is called re-estimation function in the following.

1It has been initially proposed for classifying the nodes of a fully unlabeled graph, using a set of labeled graphs

for training, and then extended to partially labeled graphs
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Figure 1 – The transductive problem of multi-relational labeling on a bibliographic
network. Nodes are scientific articles. Links correspond to authorship, citations, ....
Labels are topics. Some nodes have been manually labeled, some other have to be
labeled by the classifier. The whole network is available during training and inference.

• Inference step: The inference iteratively selects at random unlabeled nodes and computes their new label using the re-estimation function considering the current label assignment of their neighbors. This step is repeated until convergence or, for a manually
chosen number of iterations.

The main advantages of this algorithm are its simplicity, its good classification performance
and its low complexity which allows fast inference and learning. It is then well adapted to dealing
with very large data sets. Note that the ICA algorithm is a particular case of sequential classifier2
and we have already proposed an extension of ICA in [38] which is more accurate. The Iterative Classification algorithm has been proposed for multiclass classification with single labels in a
classical mono-relational graph, we propose here an extension of this algorithm for the problem of
multiple labels classification3 in a multi-relational graph. We also present different variants of the
model which correspond to different label propagation schemes.
Iterative Multi-label Multi-relational Classification Algorithm (IMMCA) adopts the same
scheme as ICA, but allows handling more complex datasets and tasks, particularly for social
network data. It is based on two ideas:
• The multi-label problem is seen as a problem of computing a score for each node and each
possible label; the scores for all nodes and all labels may be interdependent and have to
be computed in the same process (part 1.2.1 and 1.2.2).
2The mapping between ICA and Sequential Classifiers is not described here
3Note that a ranking model has also been formulated but is not presented here
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• The multi-relational problem is solved by using a re-estimation function which allows
score propagation between connected nodes. Propagation schemes are defined over the
multiple relations connecting the data and are learned by the model (part 1.2.3).
In the following, we first describe the inference step for the IMMCA model and then explain
the learning procedure. We then present two instances of the label propagation scheme.
1.2.1. Inference. We consider an iterative inference process where the scores of unlabeled nodes
x,(t)
are computed iteratively. We denote yi,l the score of label l for node i of x at time t. Note
x,(t)

x
that, for already labeled nodes xi such that i ≤ ` and ∀t, yi,l = yi,l
i.e. scores of labeled nodes
– in the training set – do not change and we only update unlabeled nodes. We introduce a
x,(t)
re-estimation function fθ for computing the scores yi,l over unlabeled nodes. The vector of
parameters θ is learned during the training phase described in the next section. As for ICA, fθ
takes as argument the node content and context information about the neighboring nodes labels.
However, since we are interested in multi-label classification and not single-label classification as for
ICA, we will use as context information the scores of the neighbors labels instead of the neighbors
assigned labels as is done in ICA. In other words, for each neighbor, we consider the distribution
of probability scores for each label instead of the label assignments. We denote S (t) (xi ) the set
composed of the predicted scores of all neighbor nodes of xi for all possible labels at time t. We
l,(t)
have S (t) (xi ) = {yj }xj neighbor of xi . This and the fθ function will be detailed more precisely in
part 1.2.3 . The IMMCA inference step is described in algorithm 1.

Algorithm 1 IMMCA Inference algorithm
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:

procedure Inference(x, C)
for all xi , i > `, c ∈ C do
x,(t)
yi,l ← random ∈ [−1; +1]
end for
t←1
while t ≤ maxt do
Choose xi , i > ` at random
for all l ∈ C do
x,(t)
yi,l ← fθ (xi , l, S (t−1) (xi ))
end for
for all xj 6= xi , l ∈ C do
x,(t)
x,(t−1)
yj,l ← yj,l
end for
t←t+1
end while
x,(maxt)
return {yi,l
}xi ∈x
end procedure

. Initialization

. maxt iterations
l,(t)

. Compute scores yi

of xi

. Other scores don’t change

Line 6 corresponds to the number of iterations maxt of the algorithm. Typically, maxt is a
multiple of N and maxt
explains how many times we re-estimate the score of each node. maxt
N
can be fixed by cross-validation. Line 9 corresponds to the re-estimation of the score of node xi
for each label. As explained in the next part, this re-estimation is made according to the scores
computed for the neighbor nodes, and to the different types of relations connecting these nodes
with xi . Lines 11 to 13 mean that the labels of the other nodes do not change at iteration t – just
one node is re-estimated at each iteration.

48

4. LABELING OF HETEROGENEOUS MULTI-RELATIONAL DATA

1.2.2. Learning. The learning step aims at estimating the parameters θ of the re-estimation function fθ . These parameters will be learned using only the set of labeled nodes of the graph, ignoring
the unlabeled ones. These labeled nodes correspond to manually annotated data. For any node
xi , let us denote Sl (xi ) the restriction of S(xi ) to the labeled nodes i.e. the set of known labels for
its neighbors in the training set. We define the following objective function, denoted O(θ), to be
minimized w.r.t. θ during training:
X X
(18)
O(θ) =
∆(fθ (xi , l, Sl (xi )), yil ) + λ||θ||2
xi ,i≤` l∈C

where ∆(x, y) = max(0, 1 − x ∗ y) is the hinge loss function. The hyper-parameter λ is the
regularization coefficient. fθ (xi , l, Sl (xi )) is the predicted score of node xi for label l while yil is the
real label. The ∆ function measures the difference between the predicted score value and the true
label value. The hinge loss function is a max-margin criterion which is known to perform better
than classical mean-square error, particularly on labels that are not frequent [58].
This objective function can be optimized using different methods. We assume that fθ is
derivable and use a classical gradient descent algorithm. The IMMCA learning step is described
in algorithm 2.
Algorithm 2 IMMCA Learning algorithm
1:
2:
3:
4:
5:
6:

procedure Learning(x, Yl , A)
for all xi , ≤ `, l ∈ C do
Submit training example (Φ(xi , l, Sl (xi )), yil ) to A
end for
return the classifier fθ trained by A
end procedure

Our classifier, which is described in the next section, is learned thanks to a learning algorithm
A. Here, we used a classical gradient descent algorithm, but other optimisation methods can be
used. The learning procedure simply consists in creating training examples for all the labeled nodes
of the graph and for all the labels. A training example is composed of two parts: the representation
Φ(xi , l, Sl (xi )) of the node for a given label and the correct label score yil . The Φ representation is
detailed in the following.
1.2.3. Modeling the label propagation. We have presented the inference and learning steps.
These steps are based on the use of re-estimation function fθ which computes a score for a
node/label pair, knowing the neighbors scores. The ability of the model to handle complex
classification tasks depends on this function and on the propagation of the labels through the
multi-relational graph structure. We first introduce below the general form of this function, and
then propose two propagation schemes.
We assume that fθ is a function defined over a joint vectorial representation of the content of
xi , its neighbors scores and the label l. Let us denote Φ(xi , l, S (t) (xi )) such a representation. We
define:
(19)

fθ (xi , l, S (t) (xi )) = tanh(hθ; Φ(xi , l, S (t) (xi ))i)

where h.; .i is the classical dot product and tanh corresponds to the hyperbolic tangent function
which rescales the dot product into [−1; 1]. Note that other re-estimation functions can be used,
but this one is convenient for defining different propagation schemes.
Let us now move to the propagation schemes. Depending on Φ , the model will take into account
different information. The two propagation schemes introduced below correspond to two different Φ
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representations. For each propagation scheme, we will furthermore consider two models, one which
only propagates labels and does not take into account the node content, and one which propagates
labels but also takes as argument the content of the node. All in all, this gives us four different
models denoted ΦLP S and ΦGP S for the two propagation schemes operating only on relations and
S
S
ΦLP
and ΦGP
for the corresponding propagation schemes using the content information. GP S
c
c
means Generic propagation scheme and corresponds to a configuration where each label propagates
among the different relations while LP S (Label propagation scheme) corresponds to a case where
the propagation is more complex as explain below.
Generic propagation scheme (GPS). Given a particular label l, the scores of the neighbors of
a node xi for label l will propagate among all relations connecting xi to its neighbors. Scores
are weighted according to the relation type. This propagation scheme is performed for all labels
independently and relation weights are the same for all labels. For this, let us define an appropriate
Φ representation, denoted ΦGP S :
 P x l,(t) 
x ∈x

(20)

ri,j,1 yj


 j P x
r


 xj ∈x i,j,1 


..

ΦGP S (xi , l, S (t) (xi )) = 
.


 P rx yl,(t) 
 x ∈x i,j,R j 

 j P
xj ∈x

x
ri,j,R

ΦGP S is to a R-dimensional vector where a component is the average of the neighbors scores for a
given type of relation. The re-estimation function fθ can be rewritten as:
P x
l,(t)
ri,j,k yj
X
xj ∈x
P x
(21)
fθ (xi , l, S (t) (xi )) = tanh(
θk
)
ri,j,k
k∈[1..R]

xj ∈x

and corresponds to a weighted sum over the different types of relations of the average score of the
neighbors. In this model θr corresponds to the weight of a relation with type r, it is learned on the
labeled part of the graph during the training phase. As a result, this model, in addition to computing the scores of the unlabeled nodes of the multi-relational graph, also returns a propagation
weight θk for each type k of relation. These weights may be useful for data mining and analysis of
the social network.
Label propagation scheme (LPS). While GPS makes use of the same propagation weights for
all labels, the LPS instance uses label-dependent propagation. Said otherwise, the weights will
depend not only on the relation type as in the first model, but both on the relation type and on
the label. The underlying idea is that while for example the label soccer may certainly propagate
through friendship relations, more personal labels like names should not. For this model, we define
a ΦLP S representation by ΦLP S (xi , l, S (t) (xi )) ∈ RR×L :


0


..


.




0


GP S
(t)

(22)
ΦLP S (xi , l, S (t) (xi )) = 
Φ
(x
,
l,
S
(x
))
i
i 



0




..


.
0
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ΦLP S (xi , l) is a block vector which corresponds to the ΦGP S (xi , l) vector at position l.R. Using
such a model, we can rewrite the re-estimation function fθ as:

fθ (xi , l, S (t) (xi )) = tanh(

(23)

k∈[1..R]

θl.R+k

l,(t)

x
ri,j,k
yj
P x
ri,j,k

P
X

xj ∈x

)

xj ∈x

Here, the computed score is still a weighted sum of the average scores of the neighbors for each
type of relations. The weights θl.R+k now depend not only on the type of relation k but also on
the label l. The resulting parameters vector has R.L size.
Combining with content. While the two previous propagation schemes do not consider the content information but only label propagation, we propose two other instances that consider both
S
S
the content and the structure of the social network. These instances denoted ΦGP
and ΦLP
are
c
c
computed as follows:


xi
(t)
PS
(24)
Φc (xi , l, S (xi )) =
ΦP S (xi , l, S (t) (xi ))
S
S
are a concatenation of
and ΦLP
where P S can denote the GP S or LP S schemes. Basically, ΦGP
c
c
the content of the node and of the corresponding structure propagation vectors ΦGP S and ΦLP S .
This is a simple and efficient way to handle both structure and content4.

1.3. Regularized Approach. We now describe a different familiy of labeling model based
on the minimization of a loss function which integrates the fact that two connected nodes tends to
have the same set of labels. This assumption is taken into account through a regularization term
hence the name of Regularized Approach.
1.3.1. Classical Setting: Content Only Labeling. The first step of the method is classical inductive learning. A classifier is trained using labeled nodes and is used to score unlabeled ones. Let
us denote θ the parameters of the classifier and fθco the corresponding classification function. The
classical setting used here consists in minimizing an empirical loss defined over the labeled nodes
such as:
`

Lco (θ) =

(25)

1 X co co
∆ (fθ (xk ), ykx ) + λ||θ||2
`
k=1

co

(fθco (xk ), ykx )

where ∆
is the error cost of predicting fθco (xk ) instead of ykx and λ is an L2regularization hyperparameter.
Different f co functions can be used here. In our experiments, we have used a classical linear
function with a hinge loss minimized by a gradient descent algorithm.
The score of node xi predicted by the content only model is y¯ix = fθco (xi ). When the nodes of
the graph do not have any content information, these scores can be chosen randomly.
1.4. Propagation through Regularization for Mono-relational Graph. Classical propagation models have been developed for mono-relational graphs, i.e. R = 1. Most models [4], rely
on a smoothness assumption which considers that two connected nodes should have similar labels.
4Other combinations of propagation and content have been tested and we present here the simplest and most

efficient one.
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This constraint is usually handled through a regularization term which enforces the smoothness.
The loss function for these models has the general form:
n

X
1
(ŷk − y¯kx )2
n−`
k=`+1
X
x
ri,j,1
+α
(ŷi − ŷj )2

Lreg (ŷ1 , ..., ŷn ) =
(26)

(term 1)
(term 2)

xi ,xj ∈n2
x
where ŷi is the predicted score of node xi and α is a smoothness parameter. Here ri,j,1
is the weight
of the edge between xi and xj in a mono-relational graph. Term 1 measures the error between the
predicted score, and the content-only score on the unlabeled nodes. Note that the summation for
term 1 is performed on unlabeled nodes. This term acts as a constraint so that ŷi remains close
to y¯ix . This is a change wrt the classical formulation of transductive graph regularization which
only consider propagation (i.e. term 2) and not content classifiers on the unlabeled nodes. term 2
encourages smoothness. The balance between the two terms is made by α and allows us to monitor
the degree of smoothness. A low value of α encourages the models to provides final scores close to
the content-only scores, while high values of α favors more the smoothness over the graph. The
final scores of the nodes are obtained through a minimization of this function:
x
{ŷ`+1
, ..., ŷnx }∗ = argmin Lreg (ŷ`+1 ...ŷn )

(27)

ŷ`+1 ...ŷn

Here again, different variants could be used for the terms in equation 26. Different optimization
techniques have been proposed to minimize this loss, ranging from from gradient descent to random
walks. We will present an original technique in section 4, which allows us training our new multirelational model.
1.5. Multi-relational model. We will now describe a new model able to learn to label in a
multi-relational setting. This model learns an “optimal” linear combination of the different relation
weights. It exploits a specific inference mechanism. We introduce the loss function in section 1.5.1
and the inference technique in section 1.6.
1.5.1. Loss function. Instead of using directly the weights of the relations in the loss function as it
x
is done in equation 26 through the ri,j,1
factor, we will use a parametrized function ψγ (i, j) ∈ [0; 1]
defined on each pair of nodes xi , xj where γ is the set of parameters of ψγ (., .). ψγ (., .) will be
referred to as the edge function in the following. Its parameters will be learned from the data. This
function will provide normalized weights in [0,1] for the different relation types. The loss function
used in this model is Lmulti ():
multi

L
(28)

n
X
1
(ŷ1 ...ŷn ) =
(ŷk − y¯kx )2
n−`
k=`+1
X
+α
ψγ (i, j)(ŷi − ŷj )2

(term 1)
(term2)

xi ,xj

Note that here again, the summation in term 1 is on unlabeled nodes which allows us to
perform inference both on node content and on relations.
x
Lmulti (ŷ1 , ...ŷn ) has the same form as Lreg (ŷ1 , ...ŷn ) except that ri,j,1
has been replaced by the
ψγ (i, j) function. Let us now describe this edge function.
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Initial Problem

Sub Graph used for Training

Figure 2 – Labeled sub-graph used for Training Content and Structure models

1.5.2. Edge function for multi-graphs. Let us denote Φ(i, j) a feature vector that describes the
different relations between xi and xj :
 x 
ri,j,1
 .. 
(29)
Φ(i, j) =  . 
x
ri,j,R
We define the edge function as a logistic function over the Φ vector:
(30)

ψγ (i, j) = logit < γ; Φ(i, j) > = logit

R
X

x
γr .ri,j,t

r=1

This setting considers that the edge function is defined with one parameter γr for each type
of relation. This parameter reflects the importance of relation r for propagating the scores over
unlabeled nodes. The γ parameters are learned from the dataset5. This model is then able to learn
the relative importance of relation types for propagating scores over the graph. The logit function
is used here for two reasons. First it forces the structural regularization term to be positive, second
it prevents the γ coefficients from growing too much and acts in practice as a smooth constraint
on the γs. When using a simple linear combination instead of a logistic, one of the relations may
become dominant through its coefficient. This does not happen in practice with this formulation.
Different variants of this specific edge function can be defined. For example the node content could
also be incorporated in the expression of ψγ (i, j). However, this will not be discussed here.
∗
1.6. Inference. Inference consists in computing the predicted scores ŷ`+1
, ...ŷn∗ over the unlabeled nodes as the values that minimize Lmulti :
∗
ŷ`+1
, ...ŷn∗ = argmin Lmulti (ŷ`+1 , ...ŷn )

(31)

ŷ`+1 ,...ŷn

Note that this function only considers the unlabeled nodes, since for the training nodes we have
ŷi = yi .
We propose to solve the minimization of the function through an iterative algorithm based on
a coordinate-wise descent method. This method consists in minimizing the Lmulti function coordinate by coordinate. As Lmulti () is a convex function w.r.t (ŷ`+1 , ...ŷn ), the algorithm converges to
the minimum of the function. The algorithm is described in figure 3 step 3. At iteration t, one as
to compute the minimum over a particular coordinate k knowing the predicted scores of all other
(t)
(t)
(t)
(t)
nodes ŷ1 , ..., ŷk−1 , ŷk+1 , ..., ŷn . This minimum is found by solving the following equation:
(32)

(t+1)

ŷk

(t)

(t)

(t)

= argmin Lmulti (ŷ1 , ..., ŷk−1 , ŷk , ŷk+1 , ..., ŷn(t) )
ŷk

This minimization is only computed for the unlabeled nodes and obtained when:
(t)

(33)

(t)

(t)

(t)

∂Lmulti (ŷ`+1 , ..., ŷk−1 , ŷk , ŷk+1 , ..., ŷn )
=0
∂ ŷk
5The learning algorithm is not given here but can be found in [28]
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Algorithm 3 Multi-relational Transductive Model
1:
2:
3:

procedure Label Multigraph (x, {y1x , ..., y`x } )

Step 1. Compute a content only classifier . it could be a perceptron, a SVM or a
generative model
4:
Input: Labeled nodes content and labels: V ` , {y1 , .., yN ` }.
5:
Output: Content scores for all graph nodes: {y¯1 , ..., y¯N }
6:
For labeled nodes ȳ = y
7:
8:
9:
10:
11:

12:

Step 2. Learning of the edge function
Input: Initial labeled subgraph (see figure 2)
Output: Structure parameters γ
 ¯x
Minimize

1
`

k=`
P
k=1

y
k
`




P

+α

xi ∈{xi ,i≤`}

!

(ψγ (k,i)+ψγ (i,k))yix
!

1
` +α

P

(ψγ (k,i)+ψγ (i,k))

2

− ykx  on γ.

xi ∈{xi ,i≤`}

13:
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:
24:
25:
26:
27:

28:

Step 3. Inference
Input: Complete graph G = (V, E)
Output: Final scores {yˆ1 , ..., yˆN }
for all labeled node vi ∈ {xi , i ≤ `} do
ŷi ← yix
end for

. Initialization of labeled nodes

for all unlabeled node vi ∈ {xi , i > `} do
ŷi ← y¯ix
end for

. Initialization with the content model

repeat
for all unlabeled node vi ∈ {xi , i > `}
do
!
1
¯x
n−` yi +α

P
xi

(ψγ (k,i)+ψγ (i,k))ŷi
!

1
n−` +α

P

(ψγ (k,i)+ψγ (k,i))

ŷk =

xi

29:
30:
31:

end for
until convergence
32: end procedure

The solution is thus:

(34)

(t+1)

ŷk

1 ¯x
n−` yk

=
1
n−`

(t+1)
ŷk





P
+α
(ψγ (k, i) + ψγ (i, k))ŷi
x
 i

P
+α
(ψγ (k, i) + ψγ (k, i))
xi

At each step, the new
value is a weighted average of the content value y¯kx and the ŷi
values of its neighbors. Hence, labels propagate via the relations while the content score is always
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present in the score combination. Note that the the algorithm uses a directed graph formulation
(the two arcs (k, i) and (i, k) appear in the expression,) so that both undirected or directed edges
could be used. The algorithm then consists in iterating equation 34 for any unlabeled node xk
until convergence. It is described in Algorithm 3.
1.7. Discussion about Regularized and Iterative Approaches. While the fundamental ideas underlying iterative and regularized models are quite difference, a deep analysis of the
algorithms shows a lot of similarities between the two approaches: first, the two proposed methods are iterative. In iterative methods, each step corresponds to a new sample of labels among
an unlabeled node, while it corresponds to a coordinate descent step in the case of regularized
models. The main different is the function used to re-estimate the score of each unlabeled
node. While regularized models are based on a strong assumption — The different relations
participate in the propagation of labels — the iterative models framework give us more freedom degrees in defining the way labels propagate. For example, the LPS model described in
Section 1.2.3 propose a complex propagation schema where the different labels can propagate
and be transformed to different labels — for example soccer can propagate to sports. The interest of regularized models is their stability — i.e. these models are based on the minimization of a convex function and the final solution is obtained at the minimum of this function.
1.8. performance. The different models have been studied on many multi-relational datasets
— see [40] and [28] for details about the datasets and experimental protocols. We present here
some illustrations showing the ability of our two models to well label multi-relational networks.
Figure 3 show examples of results obtained by the ICMMA model over a corpus extracted
from Flickr where five different types of relations that correspond different infromation extracted
on the social network such as authorship, friendship, comments, .... Our approahc is compared
to a classical regularized approach over each single type of relations and show that taking into
account all the types simultaneously allows one to increase the performance of the labeling.
Figure 4 is the comparison of the two propagation scheme LP S and GP S over two datasets:
the first dataset (left) is an artifical dataset where the distribution of the different possible labels
among neogihbours have stonrg correlations. In this case, the LP S model clearly outperforms the
simpler GP S model. At the opposite, on a real dataset (right), one can see that LP S and GP S
are equivalent in term of performance, but LP S require more training data because it contains
more parameters to estimate.
At last, Figure 5 show the performance of the multi-relational regularized approach over a
Flickr dataset. First, on can see that the results are comparable to the one obtained by ICMMA
showing that the two families of models give similar performance. Second, the multi-relational
model clearly outperforms the mono-relational models defined on each type of relation.
2. Heterogeneous Models
Let us consider now a different type of data where each node of an input datum can be of
different type — images, users, text — and have to be labeled by a different vocabulary. For
example, in Flickr, users have to be labeled by the groups of interests, while images have to be
labeled by semantic tags. Let us now consider a set of possible nodes types denoted T = (t1 , ..., tT ),
and Ci the set of categories attached to the type of node ti where Ci ⊆ C, Ci will denote the size
of Ci . The notation t(i) will correspond to the type of node xi .
In this case, classical regularized models may have some problems because they compute
labels propagation based on the labels of the neighbors. In the case of heterogeneous networks,
two connected nodes may be of different types and thus labeled with different vocabularies of labels
and the propagation is hard to characterize.
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(a) performance on a Flickr Network with 5 dif- (b) Perfomances on a bibliographic network with
ferent relations w.r.t the number of labels — i.e. 5 relations depending on the size of the training
the size of C
set
Figure 3 – Examples of Experimental Results obtain by ICMMA

(a) performance on an artificial dataset

(b) Perfomances on an email dataset

Figure 4 – Influence of the Propagation Model of ICMMA

(a) performance on a Flickr Network with 5 differ- (b) Perfomances on a bibliographic network with
ent relations depending on the size of the training 5 relations depending on the size of the training
set (No content)
set (With content information)
Figure 5 – performance of the regularized model (without and with content information)
and comparison to the Kato Model [32]

56

4. LABELING OF HETEROGENEOUS MULTI-RELATIONAL DATA

Figure 6 – Bipartite case: Circle nodes are of type t1 and Triangle nodes are of type t2

Figure 7 – Homogeneous Graph extracted from the bipartite graph of Figure 6

As an illustration, let us consider an extreme case where a graph is composed of two types of
nodes t1 and t2 . The nodes of type t1 have to be labeled by a set of categories or labels denoted
C1 . The nodes of type t2 have to be labeled in C2 . At last, consider that the input graph x is a
bipartite graph: nodes of types t1 are only connected to nodes of type t2 and nodes of type t2 are
only connected to nodes of type t1 — see Figure 6. First, it is not possible to consider a propagation
of labels of C1 to labels of C2 while C1 and C2 are different sets and corresponds to different labels
semantic. If one wants to use classical methods, one simple solution would be to transform this
heterogeneous graph into two homogeneous graphs as illustrated in Figure 7. In this case, two
nodes of type t1 are connected if they have common neighbors of type t2 and vice-et-versa. The
propagation of labels is then made upon these two graphs separately. This is a possible solution
which as one main drawback: the labels predicted upon one node are only dependent of the labels
of its neighbors of the same type, and dependencies between the two types of labels are ignored.
For example, a relation like users labeled as ”old” are connected to pictures labeled as ”flowers”
cannot be taken into account by such a decomposition.
2.1. Heterogeneous Propagation in Mono-relational Graphs. We propose a solution
that avoid to decompose heterogeneous graphs into a set of homogeneous graphs, and that aims
at taking into account the dependencies between the labels of two connected nodes, even if these
nodes are of different types. The underlying idea of this model is the following:
• Each nodes will have an hidden representation in a vectorial space RZ where Z is the
dimension of this latent space.
• These representations are unknown as well as for testing nodes and training nodes.
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Figure 8 – Decoding functions fθ1 (left) et fθ2 (right). fθ1 is used to transform a representation to a labeling for nodes of type 1. fθ2 is used for nodes of type 2.

• We consider that two connected nodes will tend to have close representation given a
particular given metric in RZ (smoothness assumption)
• At last, the labels of nodes will be deduced from these hidden representations. In other
words, each set Ck corresponds to a particular projection of RZ .
Interests of such an approach: In our framework, hidden representations play the same role
than latent variables when using probabilistic models. Hidden representations are used as a way
to project different types of nodes/information into a common space. This common space will
capture the metric of the initial network — i.e. the distance between the different nodes in the
graph — through the smoothness assumption: two connected nodes will be close in the latent
space. Because the labels will be predicted directly from the representations, this implies that:
• Two nodes of the same type that are connected in the network will tend to have the same
labels
• If two nodes of different types are connected, the labels of one node will influe the labels
of the other node, and the model will thus be able to capture labels dependencies even
for nodes of different types.
Note that this idea is very close to the notion of embeddings presented for example in [7, 55].
2.1.1. Transductive model without content. Given the ideas given above, we first propose a
model for dealing with network where nodes do not have any content information. Let us denote
zix ∈ RZ the hidden representation of node i which is a vector of size Z. The smoothness assumption
corresponds to a regularization term in the objective function such as:
X
x
(35)
ri,j
||zix − zjx ||2
x 6=0
i,j/ri,j

Note that we use here a classical L2 norm in the latent space, but toher metrics could be used.
As explained before, we consider that the labels to predict for each type of nodes can be directly
predicted from the hidden representations. For that, we consider a prediction/projection function
for each type of node tk denoted fθk which goal is to classify a node given its reprensetation. Over
training nodes i.e. nodes for which labels of Ci are known, the f -functions can be learned by
minimizing a classical loss:
`
X

(36)

∆(fθi (zix ), yix )

i=1

where

t(i)
∆(fθ (zix ), yix )

t(i)

is the loss of predicting labels fθ (zix ) instead of observed labels yix .
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Figure 9 – An example of heterogeneous network with labels. Circle nodes can be
labeled as sport or politics. Triangle nodes can be labeled as internet or newspaper

Figure 10 – zix learned from Equation 37 on datum described in Figure 9. Connected
nodes are projected as close points in this representation space.

By mixing equations 36 and 35, the final objective loss of our model can be written as:
(37)

L(z, θ) =

`
X
i=1

∆(fθi (zix ), yix ) + λ

X

x
ri,j
||zix − zjx ||2

x 6=0
i,j/ri,j

The minimization of this function aims at finding a trade-off between the smoothness over the
hidden labels in Z and the predicted observed labels in Ck . The results of such a minimization are:
• The values zix for each node i
• The prediction functions fθk for each possible type of node tk .
Applying fθk to all nodes in the heterogeneous network allow one to obtain the scores of observed
labels for all the nodes of the network. These results are illustrated on the heterogeneous network
presented in Figure 9. In this case, we consider that Z is of size 2: for each node i, zix is thus a vector
in a 2D space. The minimization of the objective loss of equation 37 gives us a 2-dimensionnal
vector for each node that is illustrated in Figure 10 in which connected nodes are close in this 2D
space. The functions fθ1 and fθ2 learned conjointly are illustrated in Figure 11 as linear functions.
2.1.2. Including Content. While the objective function defined in equation 37 only considers
both the structure of the input data and the labels, one could want to include content information in the model. For example, if the input data is composed of textual documents, we want to
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Figure 11 – Classification decisions learned (simultaneously) for type 1 (left) and type
2 (right) using a f function which is a linear function: fθt (xi ) =< θt ; zi >

be able to use the tf-idf vector of each document in the model. This can be done in two ways.
First, one natural solution is to include the elements of content as nodes of the heterogeneous
graph, and then optimize objective function of Equation 37. For example, when dealing with
textual documents, each possible word will be represented as a node of a particular type in the
network and connected to all the documents that contain this word. In this case, any possible
word which correspond to one possible node in the network will be associated to a set of scores
over RZ as illustrated in Figure 12.
Encoder based Heterogeneous Model for Content Information. When content is composed of
more complex information, we consider an additionnal assumption which is usually done when
dealing with homogeneous networks: we consider that the labels in Z of node i can be predicted
from the content of xi . This is done by using a prediction function denoted gγk which goal is to
t(i)

transform a content of type k to a set of socres in RZ . In this case, gγ (xi ) plays the same
role than the zix presented previously when dealing with network without content. With such an
assumption, equation 37 can be rewritten by replacing the z values by the g function as:
(38)

L(θ, γ) =

`
X

t(i)

i=1
t(i)

X

∆(fθ (gγt(i) (xi )), yi ) + λ

x
ri,j
||gγt(i) (xi ) − gγt(j) (xj )||2

x 6=0
i,jri,j

t(i)

where fθ (gγ (xi ) is the labeling computing over xi
Learning Heterogeneous Model with Neural Networks. Learning models presented in equation
37 and 38 is done in our work by a classical gradient-descent method. In our case, we consider
that both the g functions and the f functions corresponds to neural networks as illustrated in
P
t(i)
t(j)
x
Figures 13 and 14. The regularization term
ri,j
||gγ (xi ) − gγ (xj )||2 can be minimized
x 6=0
i,jri,j

by using the output of

t(i)
gγ (xi )

t(j)

as the supervision of gγ (xj ) and vice-et-versa. The supervised
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Figure 12 – An example of hidden representations learned with content: each word is
also projected in the 2D space.

Figure 13 – Encoding functions gγ1 (left) et g 2 γ (right). gγ1 is used to transform a node
of type 1 to a hidden representation while gγ2 is used for node of type 2.

term

P̀
i=1

t(i)

t(i)

∆(fθ (gγ (xi )), yi ) is the classical objective function of the neural network obtained by

concatenating network g and network f (Figure 14 -left). The advantage of such a formalisation is
that it can be learned very quickly using GPU-based technologies, allowing to deal with very large
heterogeneous networks.
3. Preliminary Results
We give some preliminary results obtained using a DBLP dataset composed of authors nodes
- 4 possible labels corresponding to research domains - and papers nodes - 20 possible labels
corresponding to conferences. Links between authors and papers are authorship links. The graph
is composed of about 25 000 nodes. The results are provided in Table 1 as an illustration of the
proposed models. The table compares the results obtained with a classical propagation model on
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Figure 14 – Encoder/Decoder functions gγ1 (fθ1 (x)) (left) et g 2 γ(fθ2 (x)) (right). gγ1 (fθ1 (x))
is used to compute the labels given a content of type 1 while g 2 γ(fθ2 (x)) is used for content
of type 2.

Model

Type of node

Homogeneous model
Heterogeneous model (no content)
Heterogeneous model (with content)

Author
Paper
Author
Paper
Author
Paper

Training Size
≈ 3%
≈ 10% ≈ 20%
58.8
65.0
69.2
28.2
32.7
34.8
64.9
75
83
30.4
34.5
37.2
67
82
87.1
30.6
35.6
37.9

Table 1 – Preliminary results over the DBLP datasets (accuracy) with a latent space of
size 30.

homogeneous networks, and the results obtained with our approach (with and without content).
The content corresponds to the title of the different papers.
One can see that the two heterogeneous models outperform the homogeneous ones. It means
that considering the information of the different types of nodes together is relevant for labeling.
Moreover, the inclusion of content improves the accuracy of the algorithm showing that this model
is able to integrate both the structure of the network and also the content of the nodes.
4. Related Work
We briefly introduce the related work concerning both the labeling of multi-relational graphs,
and of heterogeneous networks.
The classification of linked semantic data occurs in many different contexts like Web page
classification [59], document classification [6], Web spam detection [1], image or video annotation
[8, 54], blog labeling [5]. In addition to the content element description, some form of relational
information is available, and could be used as a complementary information source for classifying
objects.
Most existing works in this domain have considered that elements are connected with only
one type of relation like authorship, friendship, etc... There are however many concrete problems
for which several types of relations are available and could or must be exploited. Let us consider
the task of learning to annotate images, which is useful for example for enabling keyword search.
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Because of the diversity of image and annotation contexts, the images alone do not provide enough
information for the labeling. It thus makes sense to exploit all information, tags and relations,
provided by multiple users to help this process. For doing so, one has to know how to handle
the multiple relations, each with its own semantic, inferred between images, and how to exploit
the value of each of them. Recently some work has started to develop in this direction. For example, [54] exploits the relations between different key frames represented by several modalities
to annotate video shots, [52] performs protein classification using multiple protein networks. The
main problem with these aproaches is that the content information is handled only through the
computation of similarities between elements, and not used directly for classification. Moreover,
these methods relies on complex optimization methods that are not well suited for large networks.
The transductive approach followed in this thesis, has been initially motivated by the semisupervised learning problem and initiated by Zhou [61] and Belkin [4]. All these models rely
on the minimization of an objective function combining
a classical classification loss function on
P
labeled data and a smoothness term like L =
ωi,j (fi − fj )2 where fi is the score of node i
i,j

and ωi,j is the weight of the edge between i and j. Many different variants of these models
exist and this setting has been used in many different applicative contexts. These models usually
perform label propagation on a similarity graph. There is no ”content classifier” like in the model
introduced here, the content appears only through the similarity function used for building the
graph. Note that [61] presents an interesting relation between regularized methods and a random
walk formulation in the case of binary label propagation. The models are generally developped for
undirected graphs, but some extensions for directed graphs have been proposed. The first general
model that directly combines a content and a relational classifier is the recent paper [1]. Besides
classification, graph models have been used for ranking [2] or re-ranking [42] for ad-hoc search and
topic distillation.
For the inductive setting, collective classification models are generally used. They can handle both content and structure information. Most are composed of two main steps. The first
one amounts at learning a content classifier on labeled data, without considering the relational
information. This is used for providing initial labels to unlabeled graph nodes. The second step
uses a relational classifier operating on an aggregated description of the node neighborhood in the
graph. For this second step, learning is also performed inductively, i.e. using only the information
provided by labeled nodes. Once this relational classifier is trained, it may be used to label new
graph nodes. Different algorithms have been proposed for this label assignment problem. These
models include Iterative Classification [47], Gibbs Sampling [35], Stacked Learning [33] and SICA
[39]. They use a re-estimation function to update at each iteration the probability of labeling node
i with the label l given the labels of the neighbors. Interestingly, these models are faster than the
ones from the regularization family and allow handling very large graphs.
4.1. Multigraphs. Only a few works have considered multi-relational data and Multi-Graphs.
[9] uses a weighted combination of kernels on relations. This approach produces a fully-connected
graph, i.e. a n2 complexity which is prohibitive for real data. [5] considers blog labeling in a multigraph setting where the weights are uniform and are not learned. [60] extend the ideas introduced
in [61] to multigraphs. They develop an algorithm for clustering nodes in a hypergraph using some
form of spectral clustering and derive a classification method. Here again, the model complexity is
an issue. In an inductive context, different from the one considered here, [39] proposes a collective
classification method for the annotation of multi-relational networked data.
Kato et al. in [32] propose a simple EM-like algorithm that has been used as a baseline
model in our experiments. Basically, the model learns to weight the different types of relations
alternating node scores and edge weights optimization. This algorithm consists in starting with
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random weights, using these weights for propagating labels. Once the labels have propagated, the
model measures the graph smoothness obtained for each type of relation and then updates the
weights by increasing the weights of smooth relations and decreasing those of non-smooth ones.
They also provide a bayesian probabilistic interpretation of their model.
Wang et al. in [54] propose a similar multi-graph regularization model for video annotation.
Here again, and alternate EM like approach is used to learn a linear combination of graph laplacians.
The hypothesis and the algorithms we propose in this paper differ from the ones employed in the
above models. One key difference is that the model directly employs during training and inference
both a node content classifier and propagation among relations. Moreover, we do not need to set
a prior on edge weights distribution (as in EM-like models), then the proposed model does not
need an expensive hyperparameter search (with cross validation for instance). Combined with the
fact that we do not use alternate optimization procedures, the proposed method is considerably
faster than state-of-the-art ones. Another advantage is that it may be used for both directed and
undirected graphs while state-of-the-art models have been developed only for undirected relations.
Experiments show that most of the time, the proposed model is as good as or outperforms the
EM-like baseline (it is especially clear on the 10Flickr corpus).
4.2. Heterogeneous networks. Recently, there has been a growing interest in heterogeneous networks [30, 27]. There networks are mostly monorelational connecting different types
of objects. A heterogeneous network can be seen as a multirelational network where there is a
relation between each kind of objects. For instance, if we have a network papers, authors and
conferences, and that we want to label their domain, there are 3 relation types (author-paper,
author-conference, paper-conference).
In [30], weights of the edges are set by a parameter for each type of relation. The parameter study
show that the accuracy can loose 10% with a bad parameter. The results are very dependant of
the parameters setting, which can be prohibitive if there are many relations.
In [27], propagation is made iteratively on each homogenous subnetwork until convergence.
For instance if we have A, B and C, propagation is made on A subnetwork with initialization from
B and C, and then on B with initialization on A and C, etc. This method performs propagation
using classical monorelational regularized models, depending on the same smoothness hypothesis.
Moreover, this model depends strongly on hyperparameter settings for balancing the propagation
on each subnetwork. All the preceding models consideer that the different types of nodes have to
be labeled with the same set of labels. Up to our knowledge, the first and only paper working in
our setting — different sets of labels for the different types of nodes — is [3]. The algorithm is
based on a random walk techniques for computing a distance between two nodes of the same type.
Our model is also related to deep semi-supervised embedding [56] which was the first model to
combine deep learning and semi-supervised learning. It can be also seen as a particular instance of
Graph-Neural-Networks [46] which are extension of recurrent neural networks applied to graphs.
5. Conclusion and Perspectives
We have presented two original models developed for labeling multi-relational graphs. These
two models are able to discover how labels propagate on the different possible relations and they
allow one to efficiently label complex networks. We have then presented a new model for labeling
heterogeneous networks where both, the labels and the nature of the content depend on the type of
node. If this model is more prospective, it shows interesting performance on classical heterogeneous
datasets. This work leads us to the following perspectives:
5.1. Dynamic Networks. The labeling of dynamic networks is an important application
because many of the real-world networks are heterogeneous, multi-relational and also dynamic.
In that context, we are currently developing original methods that first, use the dynamic of the
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network (dynamic of relations) for improving the classification performance. The underlying idea is
to consider that a dynamic network is a particular case of multi-relational network – the different
timestamp corresponds to different relations – and to use our methods on those networks. A
more interesting research concerns the development of methods where both the network but also
the labels are dynamic. This is for example the case in academic networks where a researcher
can have different topic interests depending on the period of its academic life. Instead of using
regularized models that propagate labels, we are investigating models where the labels of a node is
a parameterized function and where the structure of the graph aims at propagating the parameters
of the labeling function of each node: i.e. connected nodes have close labeling functions. This work
is close to what it is done actually in the domain of functional kernels for example.
5.2. Multi-relational Heterogeneous Networks. One other perspective consists in extending our heterogeneous approach to heterogeneous multi-relational graphs. In that case, like
in multi-relational models, the goal is to learn how hidden representations of nodes will propagate
depending on the type of relation. This is more complicated to learn than for a homogeneous
graph since the representation of each node is not known and complex EM-like methods have to
be developed. One possible direction is inspired from the work in [7] and consists in optimizing an
objective function which considers that each type of relation corresponds to a particular similarity
in the projection space:
(39)

L(z, θ, γ) =

`
X
i=1

Γkγ (zix , zjx )

∆(fθi (zix ), yix ) + λ

X

x
ri,j,k
Γkγ (zix , zjx )

i,j,k

is the similarity measure corresponding to relation k. Please, note that Γkγ and
where
x
zi have to be learned simultaneously.

CHAPTER 5

Other Methods, Other Tasks, Other Contributions
This short chapter quickly presents the different research topics I have worked on and
that are not detailed in this manuscript. Note that the work about XML Mining that
was done from 2001 to 2009 is not presented since I consider it as a finished work.

1. Reinforcement Learning with many actions
As explained in Chapter 3, one big problem with sequential models is their learning complexity
due to their need to explore the state space of the MDP over training examples. This space is very
hard to explore, particularly when the number of possible actions is very large. Recently, we have
proposed two variants of the RCPI algorithm for dealing with reinforcement learning problems
composed of hundreds or sometimes even dozens of possible actions. This algorithm is based on
the use of Error-Correcting Codes and allows one to greatly reduce the complexity of the RCPI
learning method and also the inference complexity. We thus propose a novel method that profits
from the ECOC’s coding dictionary to split the initial MDP into O(log(A)) separate two-action
MDPs. This method reduces learning complexity even further, from O(A2 ) to O(log(A)), thus
making problems with large action sets tractable.
This work has been published in the following papers:
• G. Dulac-Arnold, L. Denoyer, P. Preux, and P. Gallinari. Apprentissage par renforcement
rapide pour des grands ensembles d actions en utilisant des codes correcteurs d erreur. In
Journées Francophones sur la planification, la décision et l’apprentissage pour le contrôle
des systèmes, 2012.
• G. Dulac-Arnold, L. Denoyer, P. Preux, and P. Gallinari. Fast reinforcement learning
with large action sets using error-correcting output codes for mdp factorization. Machine
Learning and Knowledge Discovery in Databases, pages 180–194, 2012.

2. Learning to predict how information spreads onto social networks
Models of information diffusion and propagation over large social media usually rely on a
Close World Assumption: information can only propagate onto the network relational structure, it
cannot come from external sources, the network structure is supposed fully known by the model.
These assumptions are nonrealistic for many propagation processes extracted from Social Websites.
We have addressed the problem of predicting information propagation when the network diffusion
structure is unknown and without making any closed world assumption. Instead of modeling a
diffusion process, we have proposed to directly predict the final propagation state of the information
over a whole user set.
• A. Najar, L. Denoyer, and P. Gallinari. Predicting information diffusion on social networks with partial knowledge. In Proceedings of the 21st international conference companion (workshop) on World Wide Web, pages 1197–1204. ACM, 2012.
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3. Link Prediction in Complex Social Networks
With the rising of Internet as well as of modern social media, relational data has become
ubiquitous, which refer to those kinds of data where the objects are linked to each other with
various relation types. Accordingly, various relational learning techniques have been studied in a
large variety of applications with relational data, such as recommender systems, social network
analysis, Web mining or bioinformatic. Among a wide range of tasks encompassed by relational
learning, we address the problem of link prediction. Link prediction has arisen as a fundamental
task in relational learning, which considers to predict the presence or absence of links between
objects in the relational data based on the topological structure of the network and/or the attributes
of objects. However, the complexity and sparsity of network structure make this a great challenging
problem. We have proposed solutions to reduce the difficulties in learning and fit various models
into corresponding applications.
• S. Gao, L. Denoyer, and P. Gallinari. Tensor decomposition model for link prediction
in multi-relational networks. In Network Infrastructure and Digital Content, 2010 2nd
IEEE International Conference on, pages 298–302. IEEE, 2010.
• S. Gao, L. Denoyer, and P. Gallinari. Link pattern prediction with tensor decomposition
in multi-relational networks. In Computational Intelligence and Data Mining (CIDM),
2011 IEEE Symposium on, pages 333–340. IEEE, 2011.
• S. Gao, L. Denoyer, and P. Gallinari. Temporal link prediction by integrating content
and structure information. In Proceedings of the 20th ACM international conference on
Information and knowledge management, pages 1169–1174. ACM, 2011.
• S. Gao, L. Denoyer, and P. Gallinari. Link prediction via latent factor blockmodel. In
Proceedings of the 21st international conference companion on World Wide Web, pages
507–508. ACM, 2012.

CHAPTER 6

Conclusion and Perspectives
This manuscript has first introduced a generic formalism for coding structured data – block
data – and defined classical generic tasks over this formalism. We have then detailed two families
of models we proposed:
• First, the sequential models which aim at dealing with complex classification tasks, considering the classification process as a sequential process
• Second, the graph labeling approaches which goal is to extend the classical labeling models
to complex data like multi-relational graphs and now heterogeneous networks
Some other researches we have made during the last years are not detailes in this manuscript
but concern different topics like social network temporal propagation, links prediction, or even
reinforcement learning.
I have already provided some clear mid-term perspectives for each of the two main contributions
of this work:
• Concerning the sequential models, I will continue to explore how complex classification
problems can be handled by our framework and how these methods can be made more automatic, for example by learning how to represents state-actions pairs with unsupervised
learning.
• Concerning the graph labeling models, I will propose extensions of the heterogeneous
model to both dynamic and multi-relational networks, allowing them to be used on complex and large-scale networks.
As long-term perspectives, I think that the research made on sequential models is really important if one wants to develop methods able to automatically ”explore the world”. Imagine for
example an agent which goal is to solve a set of tasks by automatically acquiring information on
the Web. I think that the nature of this agent will be to decide what to do in a sequential manner.
If we consider that the Web has to be explored in order to acquire knowledge, I really believe that
an interesting research direction is to propose new models that allow an agent to live in this world,
choosing what to do, when to do it, what to memorize, what to deduce.... In other words, I think
that, like robotics which aims at making robots living in the real-world, we can start to develop
learning agents — virtual robots — which aims at living on the Web — virtual world. In this
case, the acquisition of a complex knowledge would also have to be formalized as a learning process
and the models I start to play with for learning hidden representations of complex networks could
be a possible solution. Indeed, while these methods are being tested on ”social networks”, one
can consider other types of complex networks like knowledge graphs, or ontologies that a learning
agent will have to memorize, and to use for taking decisions. Mixing the two presented research
topics thus seems to be a possible perspective. Note that the development of such a direction will
open many questions like how to evaluate the quality of such an agent ? how to compare agents ?
which tasks to solve ? What kind of supervision ?... that are questions with no actual answers.

67

Bibliography
[1] J. Abernethy, O. Chapelle, and C. Castillo. Witch: A new approach to web spam detection. In Adversarial
Information Retrieval on the Web workshop. Citeseer, 2008.
[2] Shivani Agarwal. Ranking on graph data. In International Conference on Machine Learning, pages 25–32, New
York, USA, 2006. ACM.
[3] Ralitsa Angelova, Gjergji Kasneci, and Gerhard Weikum. Graffiti: graph-based classification in heterogeneous
networks. World Wide Web, 15(2):139–170, 2012.
[4] Mikhail Belkin, Partha Niyogi, and Vikas Sindhwani. Manifold regularization: A geometric framework for
learning from labeled and unlabeled examples. Journal of Machine Learning Research, 7:2399–2434, 2006.
[5] Smriti Bhagat, Graham Cormode, and Irina Rozenbaum. Applying link-based classification to label blogs. In
WebKDD/SNA-KDD, pages 97–117. 2007.
[6] Mustafa Bilgic, Galileo Namata, and Lise Getoor. Combining collective classification and link prediction. In
International Conference on Data Mining Workshops, pages 381–386, 2007.
[7] Antoine Bordes, Jason Weston, Ronan Collobert, and Yoshua Bengio. Learning structured embeddings of
knowledge bases. In AAAI, 2011.
[8] Liangliang Cao, Jiebo Luo, and T.S. Huang. Annotating photo collections by label propagation according to
multiple similarity cues. In MultiMedia, pages 121–130, New York, USA, 2008. ACM.
[9] Hong Chen, Luoqing Li, and Jiangtao Peng. Error bounds of multi-graph regularized semi-supervised classification. Information Sciences, 179(12):1960–1969, May 2009.
[10] Boris Chidlovskii and Jérôme Fuselier. A probabilistic learning method for xml annotation of documents. In
IJCAI, 2005.
[11] Michael Collins. Discriminative training methods for hidden markov models: Theory and experiments with
perceptron algorithms. In EMNLP, 2002.
[12] Michael Collins and Brian Roark. Incremental parsing with the perceptron algorithm. In Proceedings of the 42nd
Meeting of the Association for Computational Linguistics (ACL’04), Main Volume, pages 111–118, Barcelona,
Spain, July 2004.
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